Tengri Documentation

Version stable, 2026-06-09



Table of Contents

Architecture 4
Ideology of use 4
Separation of Compute and Storage 5
Storage 6
Calculation 6
Compatibility with PostgreSQL 9
Developed system of differentiation of rights 11

Test results 14
TPC-H, Comparison with Greenplum 14
TPC-DS 17

Manual 22
Worker pools 24
User and rights management 29

Operations with users 31
Operations with roles 34
Operations with privileges 35
Data Description (DDL) 40
Operations with tables 40
Operations with schemes 46
Operations with views a7
Data query syntax 48
SELECT 49
WITH 52
FROM 54
JOIN 55
UNION 62
INTERSECT 64
EXCEPT. 65
WHERE 66
CASE 68
GROUP BY 71
HAVING q2
QUALIFY 73
ORDER BY 75
LIMIT 80
LIKE 82
AS 84
INSERT 85
DELETE 87

UPDATE 90



EXPLAIN 92

Functions 98
Aggregate functions 105
Numerical functions 111
Text functions 142
Functions for regular expressions 177
Functions for date and time 184
Functions for JSON 202
Functions for binary data 226
Functions for geodata 229
Window functions 231
Utilities 242
Python module tngri functions 266
TengriOs own syntax 279
Data types 285
Numeric types 285
Text type 287
Types for date and time 288
JSON type 292
Types for arrays 295
Binary type 296
Logical type 297
Type for geodata 297
Working with Git 298
Administrator manual 304
Installing and configuring Tengri 304
Password policy and access protection 311
Python package administration 313
Working with metadata 316
Setting up roles for users 319
Al agents 322
Scenarios 329
Initial system setup 329
Data upload 330
Automating data upload from multiple files 334
Data upload from Kafka 339
Accessing Iceberg storage directly using Python 342
Integration with MS Excel 346
Data obfuscation 350
Analytical scenarios 359

Analysing data from Instagram* posts 360

Analysing geodata from sports trackers 373



Analysing texts on the example of FineWeb dataset 430
Analysis and visualisation of passenger flow of Moscow metro stations 466
Alphabetical Index 479



Tengri Data is an enterprise analytics platform.

Challenges

While time-tested tools such as PostgreSQL exist for the operational activities of large companies, choosing
the best solution for data analytics is still a major challenge.

Traditional database management systems can handle up to 1TB of analysed data and support 10-20
analysts. However, further growth in analytics needs, the introduction of Al and ML, and an increase in the
number of users and data domains can severely increase the timeline and reduce the reliability of results.

I For more information on the 3V big data issues"N"Volume, Velocity, Variety

Traditionally, when working with big data, a list of the 3V problems has been identified:

1. Volume

The data to be analysed is getting bigger and bigger, we are talking about tens and hundreds of
TB.

2. Velocity

There are increasing demands for speed of response, the number of analysts and models
analysing the data is growing. The velocity of data growth is also increasing.

3. Variety

The number and variety of data source formats is increasing.
Later, other V issues were added to this list of basic problems, including:

Veracity !Nlreliability of data
Variability !N!variability of data
Visualisation !Nlvisualisation of data
Value !Nlvalue of data

Venue !'N!where the data is stored and used

© o N o o &

Vocabulary !Nlthe need for a common glossary for working with data

10. Vagueness !Nluncertainty of some data types

All these limitations and challenges point to the need for a fundamentally new approach when building
corporate systems for analysing big data.

What Tengri offers

Separation

The separation of Compute & Storage  principle enables data storage and compute resources to scale



flexibly and independently without multiples of infrastructure costs and adaptively fit into todayOs hybrid
enterprise installations.
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Each request has its own resource: analytics, reporting or machine learning
services do not have to compete with each other

N Nikolay Golov, Tengri Data Product Director

Convenience

Using familiar language  SQL and standard connections ODBC/JDBC, analysts can get answers in
seconds!N!whether the data occupies 1EGBor 1EPB and whether there are competing queries or not. And
open data formats provide maximum flexibility and scalability.

Analysts can focus on solving business problems without being distracted by the
technical nuances of the platform.

N Mikhail Tyurin, Tengri Data Department Director

Result

The success of this approach in the global market is confirmed by the commercial achievements of
Snowflake and Databricks , whose solutions are not available to companies in Russia. Tengri provides
similar and sometimes  superior capabilities using an even more advanced technology stack.

WeOre building a platform that opens the door to truly unlimited analytics,
removing barriers to unlocking the full potential of data.



N Nikolay Golov, Tengri Data Product Director



Architecture

This section describes the main components of the architecture Tengri .

¥ |deology of use

About the ideology of use Tengri

¥ Separation of Compute and Storage

On the principle of separating compute and storage systems in the Tengri

¥ Storage

On the storage system in Tengri

¥ Calculation

On how computation is organised in the  Tengri

¥ Compatibility with PostgreSQL
About Tengri's compatibility with PostgreSQL

¥ Developed system of differentiation of rights

About access rights and user roles in ~ Tengri

|ldeology of use

General usage pattern for  Tengri

In Tengri data:

1. come from many different sources (APIl, CRM, ERP, JSON, billings, other sources);
2. are regularly uploaded into a single platform;

3. analysed and aggregated;

4. generate reports and graphs;

5

. serve to train ML/Al models.
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Tengri implements

" Support for OLAP SQL queries

Easy integration with ETL/BI/ML-systems
Unlimited scalability

Data integrity and security guarantees

Access rights differentiation system

Separation of Compute and Storage

Tengri IN!a next-generation analytics platform based on the Compute & Storage paradigm.

¥ Data is stored in a universally scalable cluster S3.

¥ Computing power is dynamically selected using isolated compute engines running on a
containerisation platform.
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Centralized
Storage

This approach allows:

¥ Flexibly and independently scale storage and compute resources without multiples of
infrastructure costs;

¥ Adaptively fit into modern hybrid enterprise installations.

Compute and storage systems are described at Calculation and Storage, respectively.

Storage

Apache Iceberg in S3

Table data in Tengri is stored in the S3 cluster in the open format  Apache Iceberg

¥ Iceberg supports INSERJUPDATENd DELETEperations, as well as table schema changes.

¥ Iceberg supports ACID, a set of requirements for a transactional system to ensure that it operates in the
most reliable and predictable manner.

¥ |ceberg -structure is formed based on Parquet format with column-by-column data compression.

¥ Iceberg is thousands of successful implementations by the worldOs largest companies to work with
hundreds of TB and dozens of PB data.

Columnar storage format

By utilising the Parquet format, Tengri supports:

Columnar storage format

OLAP- queries run faster by reading only the required table columns.

Column-by-column data compression

OLAP- queries work faster by a factor of 5 or more by compressing table data.

Calculation

In Tengri, computation is performed in virtualised compute pools.


https://aws.amazon.com/ru/s3/
https://iceberg.apache.org
https://parquet.apache.org/

Compute pools
SQLA -computing pool is a lightweight container that runs on a hardware cluster in ~100Emilliseconds.

SQL-computers:

¥ receives exclusive cores (vCPU) and RAM-budget
¥ loads data and executes SQL-queries

¥ is switched off by the system after some waiting period (if idle without load)
Due to this compute architecture:

¥ Each analyst works with its own SQL-computer.

¥ Analysts do not interfere with each other.

SqQL .
Endpoint g
l SQL-BeluMcnuTENMN

Catalog
e N
| |
|
| ICEBERG{J S3 65 i
| |
|\ Storage Jl

Each analyst in each session can select the size of the calculator for SQL-query:
XS/ S/ M/ L/ XL Each next calculator size is twice the size of the previous one.

Execution time of TPC-H test on different calculator sizes:
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set worker_pool = compute_s;

set worker_pool = compute_m; _ 54
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I Code used to execute this test

SELECT rofit . nation AS nation ,
profit .o_year ASo_year,
SUprofit . amounj AS sum_profit

FROMSELECTE100_nation. n_nameAS nation ,
EXTRACYEAR-RON100_orders. o_orderdate) ASo_year,

s100_lineitem . |_extendedprice * (1 - s100_lineitem .| _discount ) -
s100_partsupp. ps_supplycost * s100_lineitem .|_quantity ~AS amount

FRON100_part, s100_supplier, s100_lineitem ,
s100_partsupp, s100_orders, s100_nation

WHEREL00_supplier . s_suppkey = s100_lineitem . |_suppkey
ANDs100_partsupp. ps_suppkey = s100_lineitem . |_suppkey
ANDs100_partsupp. ps_partkey = s100_lineitem . |_partkey
ANDs100_ part. p_partkey = s100_lineitem . |_partkey
ANDs100_orders. o_orderkey = s100_lineitem .|_orderkey
ANDs100_supplier . s_nationkey = s100_nation. n_nationkey
ANDs100_part. p_namelLIKE '%' || ‘'black’ || '%')

AS profit

GROUBY profit . nation, profit .o_year ORDEBY nation, o_year
DESQNULLSFIRSTLIMIT 100Q

Computers are also supported in  Tengri Python .



Accelerating calculations

To accelerate computations, Tengri supports:

Morsel-driven parallelism

OLAP SQL-queries run faster by using Morsel algorithms to load all vCPU, allocated by the system.

SIMD -instructions

OLAP SQL-queries run faster by using SIMD-instructions of modern CPU.

¥ Performance tests of Tengri are given in Test results .

¥ For more details on computing performance, see Worker pools .

Compatibility with PostgreSQL

Tengri is an analytical DBMS with a Postgres-like dialect of SQL. Tengri is based on the protocols and
grammar of PostgreSQL, but uses its own implementation. For Bl and ETL tools, Tengri looks as if it were
PostgreSQL.

Key functionality of Tengri as an analytical DBMS includes:

¥ Basic syntax elements of SQL dialect PostgreSQL.:
SELECINSER;JUPDATIDELETEOIN WITHUNION

¥ Window functions

¥ Working with JSON via SQL

¥ Principles ACID

¥ Transactions

¥ Transactional data integrity

¥ Data isolation at Repeatable read level

SQL and client protocol

The SQL dialect and client protocol  Tengri inherits a subset of the dialect and client protocol PostgreSQL,
augmenting them with new constructs. This makes it possible to use with Tengri the client libraries from
PostgreSQL and familiar approaches to writing SQL for those who have worked with Postgres before.

Due to this we provide such popular clients as DBeaver and Superset , sglalchemy and psycopg libraries,
connection to Tengri from Excel and so on. For client applications, Tengri looks like Postgres. However, we
do not test all Postgres clients for compatibility with Tengri. And we do not aim to fully cover all the
features of PostgreSQL. Below is a table with the main supported and unsupported components.


https://dl.acm.org/doi/10.1145/2588555.2610507
https://arstechnica.com/features/2000/03/simd/

Support
client protocol simple query
extended query (parse, bind, execute)
connection settings A minimum unchanging set of settings is sent
to the client that is sufficient for most clients to
function properly:
client_encoding=UTF8.
server_encoding=UTF8
DateStyle=ISO
TimeZone=UTC
transaction_isolation

search_path

Do not support

pipelined execution

All settings received from the
client when the connection is
opened are ignored

sql dialect ANSI SQL 99excluding TEMP TABLEUSER TYPETRIGGERS

RECURSIVE QTE

Window functions and operations with JSON

schema tables System tables are implemented in terms of
schema names, tables, types and attributes and
part of additional fields:

pg_class
pg_namespace

pg_attribute

Pg_type

This is sufficient for most clients.

Supported applications

INDEXES
PLSQL
RETURNING
FOR UPDATE
COPY
CURSOR

The other pg_catalog tables are

locked and always return an
empty result

This level of compatibility is sufficient to run supported client applications ( DBeaver , Superset ) or a
solution you are developing based on libpg , psqlodbc or pgJDBC libraries. However, this may not be
enough to run the application you need, which uses these libraries but makes queries with unsupported
language constructs or to unsupported system tables.

For special client applications that are tied to Postgres specifics ( DDL, indexes, etc.), we write our own
implementation specificto  Tengri . For example, we have a plugin for the popular dbt data conversion tool.

10



Support Comment

psql Native for Postgres libpg
DBeaver Native for Postgres JDBC
Superset Native for Postgres sglalchemy + psycopg
Power Query (Excel) Native for Postgres odbc
dbt Tengri plugin Own implementation
! Details of integration with  Microsoft Excel are described here.

Transactions

In Tengri all queries are executed in autocommitmode regardless of connection and session settings.  Tengri
guarantees transactional data integrity and atomicity of DML operations. The transaction isolation modes
of PostgreSQL in autocommitmode degenerate into one and cannot be changed by SQL.

For cases where autocommit mode is not sufficient and multi-step transactions are needed, they are
implemented by the standard PostgreSQL-syntax BEGIN/START TRANSATICCOMMITand ROLLBACK
supplementing the standard Iceberg mechanics with end-to-end exclusive locking of affected objects.
(Currently in testing phase.)

Compatibility testing

Testing is vital to the development of a system as complex as a DBMS. We place great emphasis on thorough
and regular compatibility testing Tengri :

¥ We maintain a set of unit tests and run them on every change. They cover separately the language
constructs, queries from the publicly available test cases TPC-H and TPC-DS and sets of actual queries
for supported client applications, which we update regularly.

¥ We use SQLsmith to generate random queries. This allows us to ensure that the optimiser is correct and
compatible with PostgreSQL in terms of  SELECTjueries.

¥ We maintain a set of tests with the data to make sure that the query results are correct in general.

Developed system of differentiation of
rights

An advanced system of access rights differentiation is implemented in Tengri .

Supported principles

Tengri supports the principles of DAC and RBAC.

DAC
Discretionary Access Control : each object has an owner who can grant access rights (privileges) to the

11


https://duckdb.org/docs/stable/core_extensions/sqlsmith.html

object to other users.

RBAC
Role-based access control : access rights (privileges) are assigned to roles, which in turn are assigned to

users.

Key concepts of a rights-based system

Users

¥ ADMIN
¥ ALTER
Privileges ¥ USAGE
¥ DELETE

¥ CATALOG

¥ SCHEMA

¥ TABLE

¥ WORKER POOL

Rights-based system concepts schema

User
An identifier associated with a person or service. A user is an object that can be granted privileges.

# Read more: Operations with users

Role

An entity to which access rights (privileges) can be granted. Roles can be assigned to users or to other roles.
Assigning a role to another role creates a  role hierarchy

12



# Read more: Operations with roles

Privilege

A specific level of access to an object. Assigned to users or roles. Privileges assigned to roles or users allow
access to objects to be protected. Can be revoked from roles or users.

Several different privileges can be used simultaneously to control the granularity of the access granted.

# Read more: Operations with privileges

Protected object

An entity to which access (privileges) can be granted. If access to this protected object is not allowed, it will
be denied.

13



Test results

The following tests are used to evaluate performance:

¥ TPC-H (Transaction Processing Performance Council - High Performance ) is a benchmark for evaluating
the performance of decision support systems and data warehouses. It includes a set of business-
oriented analytical queries and parallel data modifications that simulate real-life scenarios of using
such systems.

¥ TPC-DS {ransaction Processing Performance Council - Decision Support ) is a benchmark for evaluating
the performance of decision support systems and analytical databases. It simulates real-world big data
scenarios typical of the data centres of retail organisations and other large companies.

Results:

¥ TPC-H, Comparison with Greenplum

¥ TPC-DS

TPC-H, Comparison with Greenplum

TPC-H (Transaction Processing Performance Council - High Performance ) is a benchmark for evaluating the
performance of decision support systems and data warehouses. It includes a set of business-oriented
analytical queries and parallel data modifications that simulate real-life scenarios of using such systems.

Test parameters

Benchmark TPC-H

Scaling factor 100

Query random Q1Q10
Parameters random

Number of threads 1,5, 10, 20
Time 1 hour

Examples of test queries

I See examples of test SQL-queries

--Q1. Pricing Summary Report Query
--inputs = [{"depth": random.choice(range(90))}]

select

E |_returnflag ,

E |_linestatus

E sungl_quantity ) as sum_qty

E sunfl_extendedprice ) as sum_base price

14
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E sunfl_extendedprice * (1-1_discount )) as sum_disc_price,

E sunfl_extendedprice * (1-1 discount ) * (1H tax )) as sum_charge
E avg(l_quantity ) as avg_qty,

E avy(l_extendedprice ) as avg_price,

E avg(l_discount ) as avg_disc,

E count(*) as count_order
from

E sl_lineitem

where

E |_shipdate <= (DATE1998-12-01') - :depth * interval '1' day
group by

E |_returnflag

E |_linestatus

order by

E |_returnflag ,

E |_linestatus

--Q2. Minimum Cost Supplier Query

--inputs.size = random.choice(range(50))

--inputs.type = random.choice([TIN','NICKEL', 'BRASS', 'STEEL', 'COPPERY))
--inputs.region = random.choice([AFRICA',AMERICA','ASIA''EUROPE','MIDDLE EAST)
select s _acctbal ,s namen_namgp_partkey, p_mfgr, s_address, s_phones_comment
from sl _part, sl supplier ,sl partsupp, sl _nation, sl _region

where p_partkey = ps_partkey

and s_suppkey = ps_suppkey

and p_size = :size

and p_type like '%' || :type

and s_nationkey = n_nationkey

and n_regionkey = r_regionkey

and r_name= :region

and ps_supplycost = (

Select min(ps_supplycost)

from s1_partsupp, sl1l_supplier, s1_nation, sl_region
Wherep_partkey = ps_partkey

and s_suppkey = ps_suppkey

and s_nationkey = n_nationkey

and n_regionkey = r_regionkey

and r_name= : region

~ [T> [T > M my mp m

order by s_acctbal desc, n_names_namep_partkey;

Systems under test

¥ Tengri

# 100 vCPU

# 200GB RAM
¥ Greenplum U

# 1 coordinator + 3 nodes of 30 each vCPU, 64GB RAM



Results

Number of streams Tengri , requests per hour Greenplum, requests per hour
1 302 304

S 1466 1082

10 2890 1444

20 4111 1800

When the system is used by a single analyst, the performance of Tengri and Greenplum is comparable:

Cpep,Hee BpeMsA BbINOJIHEHUA 3alNnpoCoB, CeK.

Q1. Pricing Summary Report 9.42

ini 4 10.38
2. Minimum Cost Suppler | — -
Lot _— 7.47
3. Shipping Priorty L_______"g"

Q4. Order Priority Checking

. Tengri
9.34 . Greenplum

Q5. Local Supplier Volume 312

Q6. Forecasting Revenue Change 2 8.02

Q7. Volume Shipping 10.63

7.32
Q8. National Market Share 10

Q9. Product Type Profit Measure 319

11.1
Q10. Returned ltem Reporting 19.37

o
w

10 15 20 25 30

When the system is used by 10 analysts, Tengri outperforms Greenplum due to efficient resource
utilisation without competition:
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27.79

Q10. Returned [tem Reporting 48.55
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Tengri scales linearly as the number of analysts increases, efficiently utilising computing resources:

Tengri n Greenplum: KonnM4ecTBO 3aNPOCOB B Yac
B 3aBMCMMOCTM OT KONIMYeCTBa NOTOKOB

== Tengri == Greenplum

8000

~
- @ E=all

o=

TPC-DS

TPC-DS {ransaction Processing Performance Council - Decision Support ) is a benchmark for evaluating the
performance of decision support systems and analytical databases. It simulates real-world big data
scenarios typical of the data centres of retail organisations and other large companies.

17
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Test parameters

Benchmark TPC-DS

Test type static test (without ETL)
Scaling factor 100, 1000

Query random Q1Q100
Parameters random

Number of threads 1,10, 20

Time 1 hour

Examples of test queries

I See examples of test SQL-queries

-- start Q1
WITHcustomer_total_return
AS (SELECBr_customer_sk AS ctr_customer_sk,
sr_store_sk AS ctr_store_sk
Surfisr_return_amt) ASctr_total_return
FROM sl _store returns ,
sl date dim
WHEREsr_returned_date sk = d_date_sk
ANDd_year = 2001
GROUPBY sr_customer_sk,
sr_store_sk)
SELECT_customer_id
FROM customer_total_return ctrl ,
E sl_store,
E s1_customer
WHEREctrl . ctr_total_return > (SELECHRv( ctr_total_return ) * 1.2

T ™ m» e e mp mp mp me

E FROM customer_total _return ctr2
E WHEREctrl . ctr_store_sk = ctr2 . ctr_store_sk )
E ANDs_store_sk = ctrl . ctr_store_sk

E ANDs_state = 'TN'

E ANDctrl . ctr_customer_sk = c_customer_sk

ORDERBY c_customer _id

LIMIT 100

-- start Q2

WITHwscs

E  AS(SELECEold_date sk,

E sales_price

E FROM (SELECTs_sold _date sk  sold_date sk,

E ws_ext_sales_price sales_price

E FROM s1_web_sale3

E UNIONALL

18
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(SELECTs_sold_date_sk sold_date_ sk,
cs_ext _sales price sales_price
FROM sl _catalog_sales)),
WSWSCS
AS (SELECT_week_seq
SuriCASE
WHEN d_day _name= 'Sunday’
ELSENULL
END sun_sales,
SurtCASE
WHEN d_day_name= 'Monday"'
ELSENULL
ENI mon_sales
SurtCASE
WHEN d_day_name= 'Tuesday'
ELSENULL
END tue_ sales,
SuriCASE

WHEN d_day name= 'Wednesday') THENsales_price

ELSENULL
END wed_sales
SuriCASE

WHEN d_day_name= 'Thursday'

ELSENULL
END thu_sales,
SurtCASE
WHEN d_day_name= 'Friday’
ELSENULL
END fri_sales ,
SuriCASE
WHEN d_day name= 'Saturday’
ELSENULL
END sat _sales
FROM wscs
sl date_dim
WHERE_date_sk = sold_date_sk
GROUPBY d_week_sej

SELECTH_ week seql

T M e e T T e

Roundsun_salesl / sun_sales2, 2),
Roundmon_salesl/ mon_sales? 2),
Roundtue salesl / tue sales2, 2),
Roundwed_salesl/ wed_sales? 2),
Roundthu_salesl / thu_sales2, 2),
Roundfri_salesl / fri_sales2 , 2),
Roundsat_salesl / sat sales2, 2)

FROM (SELECTswscsd_week seqd week_segl

[T M T M T T M

sun_sales sun_salesl,
mon_sales mon_sales]
tue_sales tue_salesl,
wed_sales wed_sales],
thu_sales thu_salesl,
fri_sales fri_salesl
sat_sales sat_salesl

) THENsales_price

) THENsales_price

) THENsales_price

) THENsales_price

) THENsales_price

) THENsales_price

19



WHEREs1 date_dim d_week_seg= wswscsd_week_seq
ANDd_year = 1998 + 1) z

WHERE_week_seql= d_week_seq2 53

ORDERBY d_week_seql

E FROM wswscs

E sl _date_dim

E WHEREs1 date_dim d_week_seg= wswscsd_week_seq
E ANDd_year = 1999 v,

E (SELECTvswscsd_week_seqd_week_seg2
E sun_sales sun_sales2,
E mon_sales mon_sales2
E tue_sales tue_sales?2,

E wed_sales wed_sales2
E thu_sales thu_sales2,

E fri_sales fri_sales2 |,
E sat_sales sat_sales2

E FROM wswscs

E sl _date_dim

E

E

System under test

¥ Tengri
# 200 vCPU
# 400GB RAM
Results
Number of threads sf=100, requests per hour sf=1000, requests per hour
1 426 86
10 5199 773
20 8284 1064

When going from a Scaling factor value of 100to a value of 1000the operability of Tengri is preserved, the
performance decreases only 5-6 times, although the data volume increases by a factor of 10.

20



Tengri: konu4ecTBo 3anpocoB B Yac npu sf-100 u sf-1000
B 3aBUCMMOCTU OT KOJIMYecTBa MNOTOKOB

m sf-100 === Sf-1000

10000
9000
8000
7000
6000
5000
4000

3000

426 773
1000 .
.
. o
. .I__lIIiiill'____._.....—..._.,
1 10 20

[1] The test was conducted on Cloudberry 1.6.0 (based on postgres 14), conventionally similar to Greenplum 7. The performance data
contained on this site was obtained in a strictly controlled Postgres Professional environment while simulating the intended analytical
workloads and is for reference only. Results obtained in other environments may vary.
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Manual

I Worker pools

¥ Create a worker pool

¥ Reset a worker pool

¥ Changing the attributes of a worker pool
¥ Set default attributes of the worker pool
¥ Show the list of all worker pools

¥ Show the current worker pool

¥ Set the current compute pool

I User and rights management

¥ Operations with users
# Create a new user
# Change user attributes
# Reset user
# Outputs information about the user
# Outputs a list of all users
¥ Operations with roles
# Create a new role
# Change role attributes
# Reset arole
# Outputs a list of all roles
# Set the active role
¥ Operations with privileges
# Grant privileges

# Revoke privileges

I Data Description (DDL)

¥ Operations with tables

# Create a new table

# Delete a table

# Outputs a list of all tables
¥ Operations with schemes

# Create a new schema

# Change schema attributes

# Deleting a schema

¥ Operations with views
22
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# Create a new view

# Deleting a view

I Data query syntax

¥ SELECT
# WITH
# FROM
# JOIN
# UNION
# INTERSECT
# EXCEPT
# WHERE
# CASE
# GROUP BY
# HAVING
# QUALIFY
# ORDER BY
# LIMIT
# OFFSET
# LIKE
# ILIKE
# AS

¥ INSERT

¥ DELETE

¥ UPDATE

¥ EXPLAIN

¥ Functions
# Aggregate functions
# Numerical functions
# Text functions
# Functions for regular expressions
# Functions for date and time
# Functions for JSON
# Functions for binary data
# Functions for geodata
# Window functions

# Utilities



# Python module tngri functions
¥ TengriOs own syntax
# Keyword cell_output

# Cross-language variables

I Data types

¥ Numeric types

¥ Text type

¥ Types for date and time
¥ JSON type

¥ Types for arrays

¥ Binary type

¥ Logical type

¥ Type for geodata

I Working with Git

Worker pools

In Tengri , computation is performed in virtual computing pools!N!worker pools.

A worker pool is a lightweight container that is part of a compute pool, contains software code and has
dedicated computational resources for computational tasks:
¥ Execution of SQL-queries

¥ Executing code on Python
Operations with worker pools:

¥ CREATE WORKER ROkate a worker pool

¥ ALTER WORKER PIOhanging the attributes of a worker pool

¥ DROP WORKER RBOR%set a worker pool

¥ ALTER WORKER POOL SET DHERS8L @iefault attributes of the worker pool
¥ SHOW WORKER PRShSw the list of all worker pools

¥ SHOW WORKER IREDbw the current worker pool

¥ USE WORKER PRkt the current compute pool

¥ Granting privileges to computing pools

Create a worker pool

CREATEORREPLACEWORKHEFOOL IF NOTEXIST$ <pool_name
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E [<worker_pool_attribute > [ ... ][

Creates a new compute pool with the specified name and attributes.

If the OR REPLAQBDdIifier is specified, the final action is equivalent to deleting an existing compute pool
and creating a new one with the same name.

The optional IF NOT EXISTSmodifier restricts the query to only those cases in which the specified object
does not already exist.

| The modifiers are mutually exclusive. Specifying them both will result in an error.

The following compute pool attributes can be specified:

¥ WORKER SIZE <sizé#sets the compute size for this compute pool: XSS ML, XL
¥ MAX WORKER COUNT <cddilagts the maximum number of calculators.
¥ WORKER IDLE TTL <seconds> SECONRS the maximum idle time of calculators.
¥ SCALING STRATEGY <strategyitsets the scaling strategy:
# STON!if there are no available calculators, immediately report their absence.

# ECON!if there are no free computers, wait 10 minutes for them to appear.

I See examples

Create a computing pool with the name  my_worker_pooland the size of calculators S

CREATRVORKHFOOLmMy_worker_pool
E WORKERZE S

Create a compute pool with name  my_worker_poo] compute size L, maximum number of compute
maximum compute idle time  300seconds and with scaling strategy ECO

CREATRVORKHFOOLmMy_worker_pool
WORKERZE L
MAXWORKEFOUNZO
WORKHRBLE TTL 300 SECONDS
SCALINGTRATEGKCO

T T mp [mp

Changing the attributes of a worker pool

ALTERNORKHEFROOL IF EXISTE <pool name RENAMEO<new_pool_nanme

ALTERNORKHEFROOL IF EXISTE <pool name SET<worker pool_attribute >;

Modifies the compute pool with the specified name.



It is not recommended to change the attributes of compute pools running within your
workgroup, as this may cause unexpected degradation of computational performance

when compute pools are used by multiple users.
11
Therefore, ALTER WORKER P&@iessions should only be used by administrators.

If you as a user need to change the size of the compute pool you are using (e.g., increase its
size), it is recommended to  select another larger compute pool to work in

Supported actions:

¥ RENAME M@renames the compute pool to the specified name <new_pool_name>All attributes and
configurations of the compute pool are retained.

¥ SETN!updates an attribute of the compute pool. The following attributes can be changed:
# WORKER SIZE <siz##specifies the calculator size ( XSS ML, XL) for this compute pool.
# MAX WORKER COUNT <cddilaets the maximum number of evaluators for this compute pool.
# WORKER IDLE TTL <seconds> SECOINRS the compute idle time for this compute pool.
# SCALING STRATEGY <strategyitsets the scaling strategy:
$ STON!if there are no available computors, immediately report their absence.

$ ECON!if there are no available computers, wait 10 minutes for them to appear.

The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Reset a worker pool

DRORVORKEFROOL[ IF EXISTH <pool_name;

Deletes the compute pool with the specified name.

The optional [IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Set default attributes of the worker pool

ALTERNORKHFOOLSETDEFAUL%®worker_pool_attributes >;

Sets the default attributes for all new compute pools on the system.

This statement allows you to set system-wide default attributes that will be applied to compute pools when
they are created without explicitly specifying these attributes.

The following computing pool attributes can be specified:

¥ WORKER SIZE <siz##specifies the default calculator size (XS S ML, XL) for this compute pool.

¥ MAX WORKER COUNT <ddilaets the maximum default number of calculators for this compute pool.
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¥ WORKER IDLE TTL <seconds> SECIOINRS the default idle time of calculators for this compute pool.
¥ SCALING STRATEGY <stratedjyjitsets the default scaling strategy:
# STON!if there are no available computors, immediately report their absence.

# ECON!if there are no free computers, wait 10 minutes for them to appear.

Show the list of all worker pools
SHOWORKHFROOLS

Outputs a list of all compute pools in the system.

This statement displays information about all available compute pools, including their names and
configurations.

| The MONITQRIvilege is required to see a compute pool in the response.

Output format:

R — S — +
| name | value |

¥ naméN!compute pool name

¥ value !N!compute pool size

Show the current worker pool
SHOWORKHEFROQOL

Outputs the compute pool that is currently being used to execute the query.

This statement displays information about the currently active compute pool, including its name and
configuration.

Output format:
+ + +
| worker_pool | size |
+ + +
[ ... [ ... |
+ + +
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¥ worker_pool!N!working pool name

¥ size INIworking pool size

Set the current compute pool

USEWORKBROOI<pool_name;

Sets the specified compute pool as the current pool for executing requests in this session for this user.

To change the default worker pool for given user, use the command
. ALTER USER <user_name> SET DEFAULT WORKER POOL <pool_id>

The specified pool must exist and the user must have the necessary privileges to use it.

| To use this statement, the USAGEivilege is required.

Increasing the size of the computing pool

If you as a user need to change the size of the computing pool you are using (e.g., increase it), it is
recommended to select another computing pool from the list of available ones without changing the
attributes of the current computing pool.

To do this, do the following:

1. Output the size of the used computational pool:

SHOWORKHEROQOL
+ + +
| worker_pool | size |
+ + +
| compute. s |S |
+ + +

2. Output the sizes of the compute pools available for use:

SHOWORKHFOOLS

+ + +
| name | value |
+ + +
| client_compute | S |
+ + +
| compute. m |M |
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+ + +
| compute. s |S |
+ + +
| compute | |L |
+ + +

3. Switch to a larger compute pool:

USEWORKHROOLcompute_m

User and rights management

A developed system of access rights differentiation is implemented in Tengri .
The principles are supported:

¥ DAC!N!discretionary access control

¥ RBAC!N!role-based access control

Key concepts of a rights differentiation system
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Users

Privileges

¥ ADMIN
¥ ALTER
¥ USAGE
¥ DELETE

¥ CATALOG

¥ SCHEMA

¥ TABLE

¥ WORKER POOL

Read more about concepts: Developed system of differentiation of rights

Operations with objects of the rights
differentiation system

¥ Operations with users

# Create a new user
# Change user attributes

# Reset user

# Outputs information about the user

# Outputs a list of all users

¥ Operations with roles
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# Create a new role
# Change role attributes
# Reset a role

# Outputs a list of all roles



# Set the active role
¥ Operations with privileges
# Grant privileges

# Revoke privileges

Operations with users

¥ CREATE USERCreate a new user

¥ ALTER USHRChange user attributes

¥ DROP USERReset user

¥ DESCRIBE USEPRutputs information about the user
¥ SHOW USHER®utputs a list of all users

¥ GRANT RAREAssign roles to users

¥ REVOKE ROKRevoke roles from users

Create a new user

CREATEORREPLACEUSER IF NOTEXIST$ <user_name
E DEFAULWORKHROOI<pool_id >
E IDENTIFIEDBY (TRUSTKip_address> | PASSWORIser password);

Creates a new user with the specified name.

Parameter SET DEFAULT WORKER POOL

The obligatory parameter SET DEFAULT WORKER POOL <podeid>the default compute pool <pool_id> for
the specified user.

Parameter |IDENTIFIED BY TRUST

The obligatory parameter IDENTIFIED BY TRUST <ip_addresssets the authentication of the specified user
through the IP address <ip_address>.

Modifier OR REPLACE

If the optional OR REPLAQEodIfier is specified, this action is equivalent to deleting the current user and
creating a new user with the same username. the current user and creating a new user with the same
username. The newly created user does not inherit any roles or attributes.

Modifier IF NOT EXISTS

If the optional IF NOT EXISTSmodifier is specified, the query will only be executed if the user named
<user_namexloes not exist, otherwise nothing will happen.
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I The OR REPLAGEd IF NOT EXISTSnodifiers are mutually exclusive. Specifying them both
will result in an error.

I See examples

¥
CREATBEISERengri_user
E DEFAULWORKHROOIclient_compute
E IDENTIFIEDBY TRUST127.0.0.1'
¥

ALTERUSERengri_user
E IDENTIFIEDBY TRUST127.0.0.1' ;

Parameter IDENTIFIED BY PASSWORD

The optional parameter IDENTIFIED BY PASSWORD <user_passwseds the authentication of the specified
user through the password <user_password>using the SCRAM-SHA-28§orithm.

I See examples

¥
CREATBESERengri_user IDENTIFIEDBY PASSWORDNVERTY123456'

¥
ALTERUSERengri_user IDENTIFIEDBY PASSWORDVERTY123456'

Change user attributes

ALTERUSEH IF EXIST$ <user_name
E RENAMEO<new_name

ALTERUSER IF EXIST$ <user_name
E SETDEFAULWORKHROOI<pool_id >;

ALTERUSER IF EXIST$ <user_name
E IDENTIFIEDBY (TRUSTKip_address> | PASSWORIser password);

Modifies the userOs attributes.

¥ RENAME TO <new_namen atomic operation that renames the user to a new name. No other properties
of this user (roles granted, privileges, etc.) are changed.

¥ SET DEFAULT WORKER POOL <powi!sge Parameter SET DEFAULT WORKER.POOL

¥ IDENTIFIED BY TRUST <ip_addrest#!see Parameter IDENTIFIED BY TRUST

¥ IDENTIFIED BY PASSWORD <user_passwgltsee Parameter IDENTIFIED BY PASSWORD

The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.
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Reset user
DRORJSER IF EXISTE <user_name;

Completely removes the user from the system.

Nothing is saved, including granted roles and access rights.

" It is possible that some objects may lose access rights.

The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Outputs information about the user
DES[RIBE USERuser_name;

Outputs all information about the user, including their attributes and default values.

Outputs a list of all users
SHOWSERS

Outputs a list of all users.

Output format:
+ + + + + +
fhoomomomeees +

+ + + + + +
A +

[ ... [ ... | |

|

+ + + + + +
e — +

Assign roles to users

GRANROLErole_name> TO<user_name;

Assigns the specified role to the specified user.
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Revoke roles from users

REVOKROLErole_name> FROMuser_name;

Revokes the specified role from the specified user.

Operations with roles

¥ CREATE RORNECreate a new role

¥ ALTER ROI¥EChange role attributes
¥ DROP ROREReset a role

¥ SHOW ROUE®utputs a list of all roles
¥ USE ROLE!Set the active role

Create a new role
CREATEORREPLAGEROLH IF NOTEXIST$ <role_name>;

Creates a new role with the specified name.

If the OR REPLAQGHRodifier is specified, the final action is equivalent to deleting the existing role and
creating a new role with the same name. The newly created role does not inherit any attributes or
privileges from the previous role.

The optional IF NOT EXISTSnodifier restricts the query to only those cases in which the specified object
does not already exist.

| The modifiers are mutually exclusive. Specifying them both will result in an error.

Change role attributes

ALTERROLH IF EXIST$ <role_name> RENAMEO <new_role_namg;

ALTERROLH IF EXIST$ <role_name> WITH<attribute >;

Modifies an existing role.
The action can be either renaming the role or changing its attributes.
Available attributes:

¥ SUPERUSHRyrants the role superuser privileges.

¥ CREATER®L&Ilows the role to create new roles.
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The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Reset a role

DROMROLH IF EXIST$ <role_name>;

Removes the role from the system.

The command will fail if the role is still referenced by any objects (for example, it is granted to users or has
access rights for some objects).

The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Outputs a list of all roles

SHOWTERSE ROLES

F [LIKE '<pattern>' ]

E [STARTSVITH<pattern>' ]

E [LIMIT <number [ FRONkpattern>' 1];

m

Outputs a list of all roles in the system. The output can be filtered and restricted using various options:

¥ TERSK!!displays a simplified output format.
¥ LIKE '<pattern>' INlfilters roles whose names match the specified pattern.
¥ STARTS WITH '<pattern>!N!filters roles whose names begin with the specified pattern.

¥ LIMIT <number> [FROM '<pattern>7 !N!limits the number of roles returned, optionally starting with the
specified role name.

Templates <pattern> are case-sensitive string literals that may contain wildcard characters.

Set the active role
USEROLE<role_name>;

Sets the specified role as the active role for the current session.
If a role is set as active, the user receives all privileges granted to that role for the duration of the session.

To use the specified role, the user must be granted the appropriate privileges.

Operations with privileges

¥ GRANRI!Grant privileges

¥ REVOKIRevoke privileges
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ALL
ADMIN

MONITOR
USAGE _’i ON SCHEMA <schema>

CREATE TABLE
CREATE VIEW

ALL
ADMIN
SELECT
INSERT

UPDATE ON TABLE <table>
DELETE ON VIEW <view>

MODIFY

OWNERSHIP
TRUNCATE
DROP

ON ALL EXISTING TABLES
ON ALL FUTURE TABLES

G

ON ALL EXISTING VIEWS

ALL

IN SCHEMA
ON ALL EXISTING AND FUTURE TABLES

T

TO <user>
TO <role>
FROM <user>
FROM <role>

ADMIN

CREATE USER (
CREATE ROLE ON CATALOG

Sl

GRANT
REVOKE
CREATE WORKER POOL
\_ CREATE SCHEMA

4 N\

ALL

ADMIN
MONITOR 4{ ON WORKER POOL <worker_pool>

USAGE
ALTER

ROLE <role>

General schema of operations with privileges and roles

Grant privileges

Scheme Privileges

GRANEschema_privileges > ONSCHEMs#schema_nameTO[ ROLH USER <name;

Grants the role or user the specified privileges to the specified schema.
<schema_privileges>!Nlis a comma-separated list of privileges.
Available privileges on schemas:

¥ ALLN!all possible actions on schemas.

¥ ADMINalias of ALD!N!all possible actions on schemas.

¥ MONIT@#Rallows access to metainformation about the schema.
¥ USAGH!allows access to objects in the schema.

¥ CREATE TABREallows to create tables in the schema.

¥ CREATE VIEWallows to create views in the schema.
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| The ROLENd USEReywords before the target role name or user name are optional.

I See example

LetOs grant the junior_admin role the MONITC#d MODIF}rivileges on the main_schemachema.

GRANMONITQRMODIFY
E ONSCHEM®ain_schema
E TOROLKunior_admin ;

Table and view privileges

Direct syntax:

GRAN%table privileges >
E ON(TABLH VIEW <table_name>
E TO[ROLH USER <name;

Temporal syntax:

GRAN®%table_privileges >

£ ONALL [EXISTING [[ AND FUTURE(TABLES VIEWY TABLESANDVIEWS
E IN [SCHENAschema_narme

E TO[ROLH USER <name;

m

Grants a role or user the specified privileges on a table or view within the specified schema.
<table_privileges> !Nlis a comma-separated list of privileges.
Available privileges on tables and views:

¥ ALLRN!all possible actions on tables.

¥ ADMINalias of ALD!N!all possible actions on tables.
¥ SELEQ!allows to read data from a table.

¥ INSERM!allows to add new rows to the table.

¥ UPDATR!allows to modify existing rows in a table.
¥ DELETH!allows to delete rows from the table.

¥ MODIFX!allows to change the table structure.

¥ OWNERSHiRIllows to change the owner of a table.
¥ TRUNCAREallows to delete all rows from a table.

¥ DRQOR!allows to delete a table.

To grant privilege to all existing (or those to be created in the future) objects within a schema, the temporal
syntax is used.
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¥ The EXISTINGnodifier restricts privilege granting to existing objects only.

¥ The FUTURBodifier restricts privilege granting to objects that will be created in the future.

If no modifier is specified, the action applies to all objects!N!both existing objects and objects to be created
in the future.

The ROLENd USEReywords before the target role name or user name are optional.

I See example

Grant the junior_admin role the SELEC@nd INSERTprivileges on all existing tables and views within the
main_schemachema.

GRANBELECTINSERT

E ONEXISTINGTABLESANDVIEWS
E IN SCHEMwain_schema

E TOROLKunior_admin ;

Catalogue Privileges

GRAN®¥catalog_privileges > ONCATALOBGO[ROLH USER <name;

Grants the role or user the specified privileges to the directory.
<catalog_privileges> !Nlis a comma-separated list of privileges.
Available catalogue privileges:

¥ ALLN!all possible actions on the catalogue.

¥ ADMINalias of ALL!N!all possible actions on the catalogue.
¥ CREATE USERrreating users.

¥ CREATE RONEreating roles.

¥ CREATE WORKER RO@ating computing pools .

¥ CREATE SCHHBW#eating schemas.
Temporal modifiers:

¥ The EXISTINGnodifier restricts privilege granting to existing objects only.

¥ The FUTUREBodifier restricts the granting of privileges to objects that will be created in the future.

! The ROLENd USEReywords before the target role name or user name are optional.
Compute pool privileges

GRANT <waorker_pool_privileges> ON WORKER POOL <worker_pool_name> TO [ROLE | USER] <name>;
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Grants a role or user the specified privileges on a compute pool.
<worker_pool_privileges> !Nlis a comma-separated list of privileges.
Available privileges on compute pools:

¥ ALUN!all possible actions on the compute pool.

¥ ADMINalias of ALD!N!all possible actions on the compute pool.

¥ ALTERI!modify the compute pool (permission to execute the command ALTER WORKER BROOL
¥ USAGH!using the compute pool.

¥ MONIT@®monitoring of the computing pool.

I See example

Give the user tengri_user the USAG&d MONITQRIvileges on the compute_xlcompute pool.

GRANUSAGEMONITOR
E ONWORKHROOIcompute xl
E TOtengri_user ;

Revoke privileges

REVOKEschema_privileges >
E ONSCHEMs#schema_nameFRONIROLH USER <name;

REVOK&able privileges >
E ON(TABLH VIEW <table_name> [IN SCHEM#schema_narmg FRONIROLE USER <name;

REVOKEcatalog_privileges >
E ONCATALOERONIROLH USER <name;

REVOK&worker_pool_privileges >
E ONWORKHROOI<worker_pool_name FRONIROLEH USER <name;

Revokes the specified privileges on the specified object from the role or user.

<schema_privileges>, <table privileges> , <catalog_privileges> , and <worker_pool_privileges> !Nlthese are
comma-separated privilege lists. The specific privileges depend on the target object.

The EXISTINGnodifier restricts privilege revocation to existing objects only.
The FUTURMBodifier restricts privilege revocation to objects that will be created in the future.

I See example

LetOs revoke the Junior_admin roleOsSELECENd INSERTprivileges on all existing tables and views within
the main_schemachema.

REVOKEBELECTINSERT
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ONEXISTINGTABLESANDVIEWS
IN SCHEMain_schema
FRONROLHBunior_admin ;

T T [T

Data Description (DDL)

The DDL commands are used to describe data!N'to create, manipulate, and delete tables, schemas, and
views.

¥ Operations with tables

¥ Operations with schemes

¥ Operations with views

Operations with tables

¥ CREATE TABRECreate a new table

¥ ALTER TABL¥Change table attributes

¥ DROP TABIEDelete a table

¥ TRUNCATE TABURemove all rows from a table

¥ SHOW TABIE®utputs a list of all tables

¥ SHOW COLUMNSutputs a list of all columns in all tables

¥ DESCRIBE TABNBisplay information about the table

See also the DML-operations:

¥ SELEQN!Select rows from the table
¥ INSERIN!Add rows to the table
¥ DELETHN!Delete rows from the table

¥ UPDATRN!Update rows in the table

Create a new table

CREATEORREPLACETABLH IF NOTEXIST$ [ <table_schema>.] <table_name>
(<column_nante <column_type>
[ NOTNULL [ DEFAUL%default_expr >

[ WITH( <table_param>, ... )]

T [T [T [Ty [Ty

Creates a new table with the specified name and specified columns.
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CREATEORREPLAGETABLH IF NOTEXIST$ [<table_schema>.] <table_name> AS
E <select_expr >
E [WITH(<table_param>, ... )]

Creates a new table with the specified name based on the result of a SELECTuery.

Parameters

¥ <table_name3N!name of the table to be created

¥ <table_schema3N!schema of the table to be created

¥ <column_naméN!column name of the table to be created

¥ <column_type3N!data type of the column of the table to be created or the IDENTITYkeyword (for
autoincrement ).

¥ NOT NULR!this column does not accept the value  NULL

¥ DEFAULT <default_expriN!default constant or constant expression

¥ <select_expr> INla SELEC®&Xxpression whose result will be written to the table being created

¥ <table_param>N!parameters of the table to be created

table_param :: = [ <name = <value>]

Possible values:

# snapshot_ttl = <duration> IN!depth of snapshot (table version) storage.
Default: 7 days, but no more than 1000 snapshots.
For example: 'l week' ,'2 days' ,'4 days 3 hours 5 minutes 30 seconds'

# order_by = <column_name#N!column to sort data at the storage level.
Read more: Managing table partitioning

# order_by = [<columnl_name>, <column2_name>, ...] !N!columns to sort data at the storage level.

If the OR REPLAGHodifier is specified, the final action is equivalent to deleting the existing table and
creating a new one with the same name.
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The optional IF NOT EXISTSnodifier restricts the query to only those cases in which the specified object
does not already exist.

| The modifiers are mutually exclusive. Specifying them both will result in an error.

If there is no schema prefix (  <table_schema3, the table is created in the userOs default schema.

Managing table partitioning

In the order_by parameter, you can specify a column (or multiple columns) for sorting data at the storage
level.

If the parameter is not specified, the data in the table is stored with arbitrary sorting. If the parameter is
specified, the table is partitioned by the column specified in this parameter.

Tables are stored in Iceberg format . Data granularity is maintained by splitting the table
data into separate parquet files. Records between files are allocated using the order_hy
parameter specified when the table was created. This allows to speed up by several times

the bulk operations of data modification with the condition of filtering by this parameter.

Syntax

¥ For a single sort column:

CREATEABLE..
WITH(order_by = <column_nan®;

¥ For multiple sort columns:

CREATEABLE..
WITH(order_by = [<columnl_nan <column2_nanwe ...]);

It is recommended to use the order_by parameter when creating tables of large size. This
I allows you to speed up data modification operations. For example, if the conditions for
. DELETInclude a filter on the sort column, deletions will be done as fast as possible!N!by
partition.

Example

LetOs create a table with a given parameter for sorting and specify sorting by column column2

CREATEABLEmMy_table (columnlINT, column2 DATE
E  WITH(order_by = column2;

Delete some of the data with the filter on the sort column:
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DELETEERONNy _table
E WHEREIumn2 > '2026-01-01' ;

In this case, the deletion process will be as efficient as possible for large table sizes.

Autoincrement

When creating a table, you can specify a column that will be automatically filled with new values when
rows are added to the table. This is convenient in cases when you need an automatic row identifier when
adding data.

To do this, you need to specify the IDENTITYkeyword as the column type. Then when new rows are added to
the table, integers starting from 0 will be automatically inserted into this column.

¥ Example

Create a table with two columns and for the first column we specify IDENTITYas the type:

CREATEABLEmMYy_table (columnl IDENTITY column2 VARCHAR

LetOs insert two identical values into column  column2 for column columnlwe will not specify values to
insert:

INSERTINTOmy_table (column? VALUES
E ('test value' ),
E (‘test_value' );

R +
| count |
S S +
12|

S +

LetOs output all rows of the resulting table:

SELECT FRONNy_table;
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| columnl | column2 |

+ + +
| O | test_value |
+ + +
|1 | test_value |
+ + +

We can see that integers starting with 0 have been automatically inserted into column columnl

| Inside the autoincrement mechanism, the function nextval tngri is used.

Change table attributes

Rename table

ALTERTABLH <table_schema>.] <old_table _name>
E RENAMEO[ <table_schema>.] <new_table_name;

Renames an existing table to the specified name  <new_table_name>All attributes and permissions are
retained.

Adding a column

ALTERTABLH <table_schema>.] <table_name>
E ADDCOLUM#tolumn_nante <column_type>;

Adds a column with the specified name and the specified data type to the table. The value NULLs written to
all rows of the added column.

Deleting a column

ALTERTABLH <table_schema>.] <table_name>
E DROROLUM&tolumn_narme

Deletes the column with the specified name from the table.

Delete a table
DROFABLH IF EXIST$ [ <table_schema>.] <table_name>;

Deletes the table with the specified name.

The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.
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Remove all rows from a table
TRUNCATEABLH IF EXIST$ [ <table_schema>.] <table _name>;

Deletes all rows from the table, but does not delete the table itself (columns, column data types, and table
privileges stay intact).

The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Outputs a list of all tables

SHOWABLES

Outputs a list of all tables available to the user.

Output format:
+ -+ +
| schema_name | table_name |
+ + +
[ ... [ ... |
+ + +

Outputs a list of all columns in all tables

SHOWOLUMNS

Outputs a list of all columns in all tables accessible to the user.

Output format:
+ + + +
| schema_name | table_name | column_name
+ + + +
... [ ... [ ... |
+ + + +

Display information about the table
DES[RIBEB TABLE<table_name>;

Displays information about the table.



Output format:

+ + + + +
| column_name | column_type | null | default |
+ + + + +

| | [ ... ... |

+ + + + +

¥ column_namiél!column name
¥ column_typelN! data type of the column
¥ null N'whether NULLlvalues are allowed in the column

¥ default !N!default value of the column

Operations with schemes

¥ CREATE SCHHW@reate a new schema
¥ ALTER SCHEMK&hange schema attributes
¥ DROP SCHHEWBeleting a schema

Create a new schema

CREATEORREPLAGCESCHEMAF NOTEXIST$ <schema_narme

Creates a new schema with the specified name.

If the OR REPLAG@Ddifier is specified, the final action is equivalent to deleting the existing schema with all

objects in it and creating a new schema with the same name.

The optional IF NOT EXISTSnodifier restricts the query to only those cases in which the specified object

does not already exist.

| The modifiers are mutually exclusive. Specifying them both will result in an error.

Change schema attributes

ALTERSCHEMAF EXIST$ <schema_narmeRENAMEO <new_name

Modifies the pattern with the specified action.
Currently, only one action is available for changing schemes:

¥ The RENAME Teéxtion renames the schema to the specified name
permissions are retained.
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The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Deleting a schema
DRORBCHEMAF EXISTE <schema_narmg

Deletes the schema with the specified name.

The optional IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Operations with views

¥ CREATE VIBEWCreate a new view

¥ DROP VIEW/Deleting a view

Create a new view

CREATEORREPLACQEVIEW[ IF NOTEXIST$ [ <view_schema.] <view_name AS
E <select_expr >

Creates a new view with the specified name based on the result of the specified SELECTjuery.

Parameters

¥ <view_nameti!name of the view to be created
¥ <view_schemaf!schema of the view to be created

¥ <select_expr> IN! SELEC®&xpression, based on the result of execution of which the view will be created

If the OR REPLAGHRodifier is specified, the final action is equivalent to deleting the existing view and
creating a new one with the same name.

The optional IF NOT EXISTSnodifier restricts the query to only those cases in which the specified object

does not already exist.

| The modifiers are mutually exclusive. Specifying them both will result in an error.

Deleting a view

DROR/IEW[IF EXIST$ <view_name;

a7



Removes the view from the system.

The optional [IF EXISTSmodifier restricts the query to only those cases in which the specified object exists.

Data query syntax

Tengri supports data queries using standard keywords SQL.

Detailed descriptions of supported SQL-expressions, functions and syntactic constructs are presented in
sections:
¥ SELECT
# WITH
# FROM
# JOIN
# UNION
# INTERSECT
# EXCEPT
# WHERE
# CASE
# GROUP BY
# HAVING
# QUALIFY
# ORDER BY
# LIMIT
# OFFSET
# LIKE
# ILIKE
# AS
¥ INSERT
¥ DELETE
¥ UPDATE
¥ EXPLAIN
¥ Functions
# Aggregate functions
# Numerical functions
# Text functions
# Functions for regular expressions

# Functions for date and time
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# Functions for JSON

# Functions for binary data

# Functions for geodata

# Window functions

# Utilities

# Python module tngri functions
¥ TengriOs own syntax

# Keyword cell_output

# Cross-language variables

SELECT

The SELECTBtatement is a DML operator that specifies the list of columns to be returned by the query.
Although it comes first in the query, the elements of this statement are logically executed last. A SELECT
statement can contain arbitrary expressions that transform output, as well as aggregate and window
functions.

Syntax

[ WITH... ]
SELECT DISTINCT]
{ * | <col name> | <expression> [ [AS <alias >] [,...] }
[ FROM. ]
WHERE ]
GROUBY ... ]
HAVING.. ]
QUALIFY.. ]
UNION.. ]
INTERSECT. ]
EXCEPT. ]
ORDERY ... ]
OFFSET.. ]
LIMIT ..]]

[T T > T [T > T Ty T T me e

Parameters

¥ DISTINCTF. Specifies whether to perform duplicate deletion in the result set.
For a detailed description, see DISTINCTlause.

¥ * (asterisk) +. The asterisk is an abbreviation indicating that the output should contain all columns of
the specified object.
For a detailed description, see Expression with asterisk ~ *.
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¥ <col_name>
Specifies the identifier of the column.

¥ <expression>

Specifies an expression that evaluates to a specific value for any given row.

¥ <alias>
Specifies the alias of a column in the resulting table.

Do not assign a column alias that will match the name of another column referenced in

the query. For example, if you select columns named prod_id and product_id , do not
assign the alias product_id to the prod_id column.

See also section AS

End comma is supported in column listings. For example, the following SELEC®&xpression is supported:

SELECT

E name
department,
FROMMployees

T > m

Examples

¥ Select all columns from the table named  my_table:

SELECT FRONNy_table;

¥ Perform arithmetic operations on the columns of the table and specify an alias:

SELECT
E column_1+ column_2ASsum

E sqgrt (column_) ASsq_root
FRONNy_table;

¥ Select all unique names from the  employees(employees) table:
SELECDISTINCTnameFROMmMmployees

¥ Output the total number of rows in the employeestable using the aggregate function  count:
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SELECTount(*) FROMmployees
¥ Use double quotes ( ") to select columns with spaces or special characters:

SELECTI'#$%$& '#& ()*+)-"  FROMmployees

List of SELEC@olumns

A SELECTuery contains a list of columns or expressions over columns that define the result of the query.
This list can refer to any columns in a  FROMXxpression and combine them using expressions. Because the
result of a SELECTuery is a table, each column in the = SELECIISt has a name. Names can be explicitly named
using the ASoperator (e.g., expr AS namg. If the user does not specify a name, the columns in the results are
named automatically by the system.

| Column names are case insensitive if they are specified without inverted commas.

Expression with asterisk N

An asterisk expression ( *) is a special expression that expands to multiple expressions based on the
contents of the FROMlause. In the simplest case, * is expanded to all expressions inthe FRONlause.

¥ Select all columns from the table named  my_table:

SELECT FRONNy_table;

DISTINCTlause

The DISTINCTlause can be used to get only unique rows in the result - so all duplicates will be filtered out.

¥ Select all unique names from the  employeestable:

SELECDISTINCTnameFROMmMmployees

Queries starting with SELECT DISTINCperform deduplication, which is an expensive
. operation. Therefore, use DISTINCTnly when necessary.

Aggregate functions

Aggregate functions  are functions that combine values from multiple rows into one. When aggregate
functions are presentin a SELEC$tatement, the query becomes an aggregate query. In an aggregate query,

all expressions must be either part of an aggregate function or part of a group (as specified in a GROUP BY
clause).

¥ We get the total number of rows in the employee table:
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SELECTount(*) FROMmployees
¥ Get the total number of rows in the table of employees grouped by department:

SELECTepartment, count(*)
E FROMmployees
E GROUBY department;

For a detailed description, see Aggregate functions .

Window functions

Window functions  are functions that perform calculations for a set of strings that are related in some way

to the current string. A call to a window function always contains an OVERIlause following the window
function name and arguments. The  OVERIlause specifies exactly how the query strings are to be split for
processing by the window function.

¥ We get a row_numbecolumn containing incremental identifiers for each row of the salary table:

SELECTow_numbdj) OVER)
E FROMalaries :

¥ Compute the difference between the current amount and the previous amount in descending order of
time:

SELECHBmount- lag (amoun} OVER ORDERY time)
E FROMalaries ;

For a detailed description, see  Window functions

WITH

The WITHclause allows you to specify generic table expressions (CTE). Regular (non-recursive) common
table expressions are essentially views that are limited to the scope of a particular query. CTEs can
reference each other and be nested.

Syntax

[

E <cte_ name® [ ( <cte _column_list >) ] AS( SELECT..
E [, <cte_name2 [ ( <cte_column_list >) ] AS( SELECT..
E [, <cte_nameN [ ( <cte_column_list >) ] AS( SELECT..

~— N
—_

SELECT..
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Parameters

¥ <cte_namel><cte_nameN>
CTE Name.

¥ <cte_column_list>
Column names in the CTE (common table expression).

Examples

LetOs create a CTE namedcte and use it in a basic query:

WITHcte AS(SELECB3 ASamounj
E SELECT FROMte;

oo +
| amount |
oo +
133 |
oo +

LetOs create two CTEsctel and cte2, where the second CTE refers to the first CTE:

WITH

E ctel AS(SELECB3 ASi),

E cte2 AS(SELECT * 2 ASamount_doubledFRONte1)
SELECT FROMte2;

dfhoosssoooosamoses +
| amount_doubled |
hooosscossscmnoss +

| 66 I
e +

You can specify names for the CTE columns:

WITHmy_ctg amounj AS(SELECTB3 ASi)
SELECT FRONnNy_cte

53



| amount |

FROM

The FROMause specifies the source of the data that the query should work with. Logically, the FROMNlause is
the place where the query execution starts.

A FROMIause can contain a single table, a combination of multiple tables joined using JOIN or another
query SELECIih a subquery node.

Syntax

E [ <schema_namd <table_name>
E [ [ AS] <alias_name> ]
E | <subquery>

E [ [ AS] <alias_name> ]
E

[

Parameters

¥ [<schema_name>.]<table_name>

Specifies the name of the object (table or view) being queried. Optionally, a schema name is specified. If
no schema name is specified, the default schema will be used.

¥ <subquery>
SELEC3ubquery ina FROMxpression.

¥ [ AS ] <alias_name>
Specifies the name (alias) of the object. The ASoperator may be omitted.

¥ JOIN

Indicates the execution of a join between two (or more) tables (or views).
For a detailed description, see  JOIN.

Examples

¥ Select all columns from the table named  my_table:
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SELECT
FRONNy _table;

¥ Select all columns from a table named my_table through the alias mt

SELECTt *
FRONNy_table mt

¥ Using the prefix alias:

SELECTt *
FRONNt my_table;

¥ Select all columns from the my_table table in the my_schemschema:

SELECT
FRONNy_schemany_table;

¥ Select all columns from the subquery:

SELECT
FROMSELECT FRONNy_table);

¥ Merge the two tables:

SELECT

FRONNy_table

JOIN other_table

E ONmy_table. key = other_table . key:

For a detailed description, see  JOIN.

JOIN

Join is a fundamental relational operation used to horizontally join two tables or relations. Relationships
are called the left and right sides of the join depending on how they are written in the JOINCclause. Each row
of the result contains columns from both relations.

The join uses a rule to match pairs of rows from each relationship. Often this is a predicate, but other rules
may be specified.

Syntax

The following syntax variants may be used:

55



SENE@E]™
FROMobject_refl > [

E {
E INNER
E | { LEFT| RIGHT| FULL} [ OUTER
E }
E ]
E JOIN <object_ref2 >
E [ ON<condition > ]
[
SELECT
FROMobject_refl > [
E {
E INNER
E | { LEFT| RIGHT] FULL} [ OUTER
E }
E ]
E JOIN <object_ref2 >
E [ USING <column_list > ) ]
[
SELECT..
FROMobject_refl > [
E {
E | NATURAL { LEFT| RIGHT] FULL} [ OUTER ]
E | CROSS
E }
E ]
E JOIN <object_ref2 >
[ ]
Parameters

¥ <object_refl> and <object_ref2> +. Each <object_ref> represents a table or table-like data source.

¥ JOIN

A JOINkeyword indicating that tables should be joined. JOINis combined with other keywords (such as
INNERr OUTBRo specify the type of join.

¥ ON <condition>
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¥ USING <column_list>
A list of columns by which the join is performed. The columns must be of the same name in the tables
being joined.
For a detailed description, see Conditional connection

OUTER JOIN!external connection

Strings that have no matches can be returned if an OUTERIN is specified. External joins can have one of the
types:

¥ LEFT(AIl rows from the left relationship occur at least once)
¥ RIGHTAII rows from the right relationship occur at least once)

¥ FULL(AIl strings from both relations occur at least once)

A connection that is not outer ( OUTBRs inner ( INNERN!only those strings that satisfy the condition are
returned.

If an unpaired row is returned, the attributes of the other table are set to NULL

CROSS JOIN!Icross-join (Cartesian product)

The simplest type of join is the CROSS JOINhere are no conditions for this join type and it simply returns
all possible pairs.

LetOs return all pairs of strings:

SELECH.*, b.*
FROM
CROSSOIN b;

This is equivalent to a query that simply omits the JOINcondition:

SELECH.*, b.*
FROM, b;

Conditional connection

Most conjunctions are specified by a predicate that connects attributes on one side to attributes on the
other side. Conditions can be explicitly specified using the ONand WHERiperators.

LetOs show the use of conditional joins on the example of two tables!N! capitals with countries and their
capitals and population with countries and their population (in millions).

CREATEABLEcapitals (cap_country VARCHARapital VARCHAR
CREATEABLEpopulation (pop_country VARCHARopulation_mil BIGINT);
INSERTINTOcapitals VALUES

E ('Russia’ , 'Moscow),



('ltaly’ , 'Rome,

('Spain’' , 'Madrid" ),
('France' , 'Paris' );
INSERTINTO population VALUES

T [T [T

E ('Russia’ , 143,
E ('Spain' , 48),
E ('Brazill , 211);
LetOs output the countries with their capitals and populations using JOINwith the ONbperator:
SELECT
FROMapitals

JOIN population ON(cap_country = pop_country);

+ + + + +
| cap_country | capital | pop_country | population_mil |
+ + + + +

| Russia | Moscow | Russia | 143 |

+ + + + +

| Spain | Madrid | Spain | 48 |

+ + + + +

Now letOs output the same data using JOINwith the WHERIperator:

SELECTL.*, t2.*
FROMapitals t1, population t2
WHERE . cap_country = t2. pop_country

+ -+ + -+ +
| cap_country | capital | pop_country | population_mil |
+ + + + +
| Russia | Moscow | Russia | 143 |
+ + + + +
| Spain | Madrid | Spain | 48 |
+ + + + +
Not only equality but also other predicates can be used with the WHERiperator.

If the names of columns in two tables are the same and the values in them must be equal, you can use a
simpler syntax USING

LetOs define the same tables, but with the same name columns  country :

CREATEABLEcapitals (country VARCHARapital VARCHAR
CREATEABLEpopulation (country VARCHARopulation_mil BIGINT);
INSERTINTOcapitals VALUES

E ('Russia’ , 'Moscow),
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('ltaly’ , 'Rome,

('Spain’' , 'Madrid" ),
('France' , 'Paris' );
INSERTINTO population VALUES

T [T [T

E ('Russia’ , 143,
E ('Spain' , 48),
E ('Brazill , 211);
Now output the countries with their capital and population through a simpler query with USING
SELECT
FROMapitals

JOIN population USING country );

+ + + +
| country | capital | population_mil |
+ + + +

| Russia | Moscow | 143 |
+ + + +

| Spain | Madrid | 48 |

+ + + +

NATURAL JOMnatural connection

Natural joins join two tables based on columns with the same names.

LetOs show the use of this type of join on the example of the same pair of tables with the same name
columns country .

To join tables based on their common column, execute the command:

SELECT
FRONapitals
NATURAIOIN population ;

+ + + + +

| country | capital | country | population_mil |
+ + + + +

| Russia | Moscow | Russia | 143 |
+ + + + +

| Spain | Madrid | Spain | 48 |

+ + + + +

Note that only rows that had the same  country attribute in both tables were included in the result.

We can perform a similar query using the JOINclause with the USINGeyword:
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SELECT
FRONapitals
JOIN population
USING( country );

+ + + +

| country | capital | population_mil |
+ + + +

| Russia | Moscow | 143 |
+ + + +

| Spain | Madrid | 48 |

+ + + +

Note that in this case the same-named columns from different tables will "collapse” into one.

SEMI JOINand ANTI JOINN!semi-joins and anti-joins

Semi joins return rows from the left table that have at least one match in the right table.
Anti-joins return rows from the left table that have no matches in the right table.

When using semi-joins or anti-joins, the result will never contain more rows than the left table. Semi-joins
provide the same logic as the IN operator. Anti-joins provide the same logic as the NOT INoperator, except
that anti-joins ignore  NULLvalues from the right table.

Example of a semi-join

LetOs derive a list of such country-capital pairs from the capitals table for which the country name is
present in the population table:

SELECT
FRONapitals
SEMIJOIN population
E  USING country);

e fhocmmmeees +

| country | capital |
fhoccmmees oo +

| Russia | Moscow |
Fhoccmmees fhocommees +

| Spain | Madrid |
s s +

This request is equivalent to the following:

SELECT
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FROMNapitals
WHERE&ountry IN (SELECTountry FRONbopulation );

e e +

| country | capital |

[ R [ +

| Russia | Moscow |
oo fhomcooeees +

| Spain | Madrid |
b CSSSSlta +

Example of an anti-coupling

LetOs output a list of such country-capital pairs from the capitals table for which the country name is not in
the population table:

SELECT
FROMNapitals

ANTI JOIN population
E  USING country);

fhoccmmees oo +
| country | capital |
Fhoccmmees fhocommees +
| Italy | Rome |
s s +
| France | Paris |
Fommmmeee Fommmeee +

This request is equivalent to the following:

SELECT

FROMapitals

WHERé&ountry NOTIN

E (SELECTountry FROMpopulation WHERE&buntry IS NOTNUL);

freremmnees freremmmmees +
| country | capital |
rocmmmmm roemmmmees +
| Italy | Rome |
S e +

| France | Paris |
fbomomeees CSSRaa +



Closed connection (Self-Join)

Tengri allows you to use a closed join (joining a table to itself) for all types of joins. Note that tables must be
specified via aliases, using the same table name without aliases will cause an error:

CREATEABLE (x INTEGER
SELECT FROM JOINt USINGX);

Binder Error:
Duplicate alias "t" in query!

Adding aliases allows the request to be processed successfully:

CREATEABLE (numINTEGBER
SELECT FROM t1 JOINt t2 USINGnuny

+oemt
| num |
+oomt

UNION

The UNIONlause appends the results of one query to the results of another. This removes duplicate rows

from the result unless the  ALLoperator is added.

To be able to compute the union of the results of two queries, the queries must be compatible. This means
that they must have the same number of columns and the corresponding columns must be of compatible

types.
Syntax

SELECT..
UNION AL
SELECT..

[ UNION ALl
SELECT..

Examples

¥ LetOs output a list of all countries that appear in the
population:
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CREATEABLEcapitals (country VARCHARapital VARCHAR

CREATEABLEpopulation (country VARCHARopulation_mil BIGINT);

INSERTINTOcapitals VALUES
('Russia’ , 'Moscow)),
('ltaly' , 'Rome’),

('Spain’' , 'Madrid" ),
('France' , 'Paris' );
INSERTINTO population VALUES
F  ('Russia’ , 143,

('Spain' , 48),

('Brazil' , 211);

T [T [T [T

> T M

SELECTountry FROMapitals
UNION
SELECTountry FRONyopulation ;

¥ Now, for the same two tables, letOs output the list of countries that occur in the

without abbreviating the repeated occurrences. To do this, we use the

SELECTountry FROMapitals
UNIONALL
SELECTountry FRONbopulation ;

| France |

ALLoperator:

country columns, but
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INTERSECT

The INTERSEGKpression returns all rows contained in the results of both the first and the second query. In
other words, this expression calculates the intersection of the results of the two queries.

To be able to compute the intersection for two queries, the queries must be compatible. This means that
they must have the same number of columns and the corresponding columns must be of compatible types.

Syntax

SELECT..
INTERSECT
SELECT..

Examples

¥ LetOs output the list of countries that occur in the country column in both the capitals table and the
population table:

CREATHEABLEcapitals (country VARCHARapital VARCHAR
CREATEABLEpopulation (country VARCHAPRopulation_mil BIGINT);

INSERTINTOcapitals VALUES
E ('Russia’ , 'Moscow),
('ltaly’ , 'Rome),

('Spain’' , 'Madrid" ),
('France' , 'Paris' );
INSERTINTO population VALUES
E ('Russia' , 143,

E ('Spain' , 48),

E ('Brazil' , 211);

T > > M

SELECTountry FROMapitals
INTERSECT
SELECTountry FRONbpopulation ;

S +
| country |
Fommmmeee +
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| Russia |

¥ LetOs use the functions unnest and generate_series and compute the intersection of two queries!N!for
numbers from 1to 10and for numbers from 10to 20:

SELECTinnest(generate_series (1, 10)) as numbers
INTERSECT
SELECTinnest(generate_series (10, 20)) as numbers

Fhoccmmees +
| numbers |
s +
|10 |
Fommmmeee +

EXCEPT

The EXCEP&axpression returns all the rows that are present in the result of the first query but absent in the
result of the second query. In other words, this expression calculates the difference between the results of
the two queries.

In order to be able to calculate the difference for two queries, the queries must be compatible. This means
that they must have the same number of columns and the corresponding columns must be of compatible

types.
Syntax

SELECT..
EXCEPT
SELECT..

Examples

¥ LetOs output a list of countries that occur in the  country column in the capitals table, but do not occur in
the column of the same name in the population table:

CREATEABLEcapitals (country VARCHARapital VARCHAR
CREATEABLEpopulation (country VARCHARopulation_mil BIGINT);

INSERTINTOcapitals VALUES
E ('Russia' , 'Moscow),

E (ltaly’ , 'Rome),
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E ('Spain' , 'Madrid' ),

E ('France' , 'Paris' );
INSERTINTO population VALUES
E ('Russia’ , 143,

E ('Spain' , 48),

E ('Brazil' , 211);

SELECTountry FROMapitals
EXCEPT
SELECTountry FRONpopulation ;

¥ Now letOs try to calculate the difference of two queries with different sets of columns:

CREATEABLEcapitals (country VARCHARapital VARCHAR
CREATEABLEpopulation (country VARCHARopulation_mil BIGINT);

INSERTINTOcapitals VALUES
F ('Russia’ , 'Moscow),
('ltaly’ , 'Rome",

('Spain' , 'Madrid' ),
('France' , 'Paris' );
INSERTINTO population VALUES

m m m m

E ('Russia’ , 143,
E ('Spain' , 498),
E ('Brazil' , 211);

SELECTountry, capital FRONMapitals -- Error expected
EXCEPT
SELECTountry FRONpopulation ;

ERROR: BinderException: Binder Error:
Set operations can only apply to expressions with the same number of result columns

We got an error because the queries are not compatible for calculating the difference!N!they specify
different sets of columns.

WHERE

The WHERiause defines the filters that will be applied to the data. This allows you to select only the part of
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the data you are interested in. Logically, the =~ WHERHause is applied immediately after the  FROlglause.

Syntax

WHER#&predicate >
[ .. ]

Parameters

¥ <predicate>
Boolean expression. The expression can contain logical operators such as ANDORand NOT

Examples

¥ Select rows from the table of capitals where the value of country is 'ltaly’

SELECT
FROMNapitals
WHERE&puntry = ‘ltaly’ ;

R R +
| country | capital |
rocmmmmes rommmmmes +
| Italy | Rome |
oo roemmmmes +

¥ LetOs select from the table of days of the week the rows that match the given case-sensitive LIKE clause:

SELECT
FROMveekdays
WHERBameLIKE '%S%;

Fommmmee CSSSSSaae +
| number | name |
eSS S +
| 6 | Saturday |
Fommmmme b +
| 7 | Sunday |
Ao Ao +
¥ LetOs select from the table of days of the week the rows that match the given ILIKE clause, which is case
insensitive:
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SELECT
FROMveekdays
WHERB&amelLIKE '%S%;

+ + +
| number| name |
+ + +
|2 | Tuesday |
+ + +
|3 | Wednesday |
+ + +
|4 | Thursday |
+ + +
| 6 | Saturday |
+ + +
|7 | Sunday |
+ + +

¥ LetOs select all rows corresponding to the given compound expression:

SELECT
FROMveekdays
WHERBRumber> 5 ORnumber= 3;

+ + +
| number | name |
+ + +
| 3 | Wednesday |
+ + +
| 6 | Saturday |

+ + +
| 7 | Sunday |

+ + +

CASE

Description

A CASElause is a generic conditional expression. Conditions are written through the constructs
THEN

Syntax

CASE
E WHEMconditionl > THENkresultl >
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[ WHEMcondition2 > THENkresult2 > ]
[ ... 1]

[ ELSE<result3 > ]

ND

T [T [T

m

CASE<expression >

E WHENvaluel> THEN<resultl >
E [ WHENvalue2> THEN<result2 > ]
@[." ]

E [ ELSE<result3 > ]

END

Parameters

¥ <condition>
Specifies the condition!N!expression to evaluate to a boolean value (True, False, or NULL).

¥ <expression>
Generic expression.

¥ <value>
The value whose match is checked for the expression <expression>. The value can be a literal or an
expression. The value must have the same data type as  <expression> or have a data type that can be
converted to the <expression> data type.

¥ <result>
The result that the expression returns. If one condition is true, the corresponding result is returned. If
more than one condition is true, the result given by the first true condition is returned. If the optional
ELSEoperator is present and no match is found in WHERhe expression returns the result by  ELSEIf the
ELSEbperator is absent and no match is found in WHERhe result is NULL

Examples

¥ LetOs create a table of numbers from 1 to 10. In the result column we will write the result of comparing
the numbers with the number 5.

CREATEABLEdemonumbersAS
E SELECTnnest(generate_series (1, 10) ASnumber

SELECT

E number

E CASE

E WHENumber< 5 THENIess than 5'
E WHENumber> 5 THENmore than 5'
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E ELSE'equal to 5'
E ENDASresult

FROMemonumbers
+ + +
| number | result |
+ + +
|1 |lessthan5 |
+ + +
|2 |lessthan5 |
+ + +
|3 |lessthan 5|
+ + +
|4 |lessthan 5|
+ + +
|5 |equalto5 |
+ + +
|6 | morethan5 |
+ + +
| 7 | morethan5s |
+ + +
|8 | morethan5s |
+ + +
|9 | morethan5 |
+ + +
| 10 | more than 5 |
+ + +

¥ Create a table of cities with countries and populations. Calculate the average population value for cities
from Russia and the maximum value for cities from Spain:

CREATHEABLEdemocities (city_name VARCHARity country VARCHARIty population BIGINT);

INSERTINTOdemocities VALUES

E ('Moscow', 'Russia’ , 13000000,

E ('Saint Petersburg’ , 'Russia’ , 5600000,

E ('Madrid' , 'Spain' , 3400000,

E ('Barcelona' , 'Spain' , 1700000;

SELECT

E avg(CASBWHENity country =='Russia’ THENity population ENIP
E AS'"Russia avg city population"

E maxCASBWVHENity country == 'Spain’ THENity population ENIP
E AS"Spain max city population"”

FROMNemocities ;

+ + +

| russia avg city population | spain max city population |

+ + +
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| 9300000 | 3400000
+ + +

GROUP BY

The GROUP BWlause specifies which columns should be used for grouping when performing any
aggregations in a SELECTtlause. If the GROUP RBXYause is specified, the query is always an aggregation, even
if there is no explicitly specified aggregation in the SELEC#@lause.

If the GROUP BXondition is specified, all tuples that have matching data in the grouping columns (i.e., all
tuples belonging to the same group) will be aggregated. The values of the grouping columns themselves are
not changed, and any other columns can be combined using an aggregate function (e.qg. count, sumavg, etc.).

GROUP BY ALL

Use GROUP BY Al group all columns in a SELECStatement that are not wrapped in aggregate functions.
This simplifies the syntax by allowing you to keep the list of columns in one place, and prevents errors by
keeping the SELECgranularity consistent with the ~ GROUP RjYanularity (e.g., preventing duplication).

Syntax

The following syntax variants may be used:

SELECT..
E FROM.
E[ .. 1]
E GROUBY groupltem [ , groupltem [ , ... ] ]
El ... ]

SELECT..
E FROM.
EL . ]
E GROUBY ALL
El .. ]

Where:
groupltem :: = { <column_alias> | <position > | <expression> }
Parameters

¥ <column_alias>
The alias of the column specified inthe  SELEC@lause.
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¥ <position>
The position of the expression inthe  SELEC@lause.

¥ <expression>
Any expression defined on tables in the current scope.

¥ GROUP BY ALL

Specifies that all items in a SELECTlause that do not use aggregate functions should be used for
grouping.

Examples

¥ LetOs calculate the number of records in the  employeestable belonging to each department:

SELECTHepartment, count(*)
E FROMmMployees
E GROUBY department;

¥ Calculate the average salary for each department of each division:

SELECTivision , department, avg(salary )
E FROMmMployees
E GROUBYdivision , department;

¥ Group the data by department and division to see all unique department!N!division pairs:

SELECTivision , department
E FROMmMployees
E GROUBYALL

HAVING

The HAVINGlause can be used after the GROUP Rfause to specify filter criteria after grouping is complete.

In syntax, the HAVINGlause is identical to the WHERE&lause, but while the WHER#8ause is used before
grouping, the HAVINGIlause is used after it.

Syntax

SELECT..

FROM.

GROUBY ...
HAVINGpredicate >
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Parameters

¥ <predicate>
Boolean expression.

Examples

¥ LetOs count the number of records in the employeestable that contain each of the different departments,
discarding departments with less than 10:

SELECTepartment, count(*)
FROMmMployees

GROUBY department
HAVINGount(*) >= 10;

¥ Calculate the average salary for each department of each division , but only for those departments
where the average salary is greater than the median salary:

SELECTivision , department, avg(salary )
FROMmMployees

GROUBY division , department
HAVINGvg(salary ) > mediar(salary );

QUALIFY

The QUALIF¥lause is used to filter the results of window functions. This filtering of results is similar to how
the HAVINGlause filters the results of aggregate functions used in queries with the GROUP Rlause.

The QUALIF¥lause avoids the need for a subquery or expression with WITHo perform this filtering (just as
HAVIN@voids subqueries).

Syntax
QUALIF¥predicate >
The general form of expressions with QUALIFYisually looks like this (some variations in order are allowed):

SELECTEcolumn_list >
E FROMdata_source>
E [ GROUBY ..]

E [HAVING. ]

E QUALIF<predicate >
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El .. ]

Parameters

¥ <column_list>
List of SELECTGlause.

¥ <data_source>
The data source is usually a table, but it can be another data source similar to a table, such as a view, a
custom table function, etc.

¥ <predicate>
A predicate is an expression that filters the result after evaluating aggregate and window functions. A
predicate is similar to the HAVINGlause, but without the HAVING®eyword itself. In addition, the predicate
may contain window functions.

Examples

LetOs create and fill the table:

CREATEABLEgt (i INTEGERp CHAR), o INTEGER
INSERTINTOQqt (i, p, 0) VALUES

E (1, 'A', 1),
E (2 'A, 2),
E (3 'B', 1),
E (4 B, 2):;

This query uses a nested structure rather than QUALIFY

SELECT

E FROM

E SELECT, p, o,

E ROW_NUMBEBVER PARTITIONBY p ORDERY 0) ASrow_num
E FROMt

E )

E WHER®BwW_nune 1;

SRR R +
[1|P]|O|ROW_NUM |
e e |
[L|A[1] 1]
|3/B[1] 1]

S S S +
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And this query uses QUALIFY

SELECT, p, o
E FROMt
E QUALIFYROW _NUMBERBVER PARTITIONBY p ORDERBRY0) = 1;

[ N S,
[I|P|O]|
e
|1]A|1]
|3[B|1]
[ N S,

We use QUALIFYo refer to window functions that are in the SELECTGlause:

SELECT, p, o, ROW_NUMBEBVER PARTITIONBY p ORDERY 0) ASrow_num
E FROMt
E QUALIFYow nume 1;

E ST —— +
[I|P]O|ROW_NUM |
e e |
|1[A]L] 1]
|3[Bl1] 1]

S ST S —— +

A QUALIF¥lause can also be combined with  aggregate functions and may contain subqueries:

SELECT2, SUKLc3) OVERPARTITIONBY c2) ASTr
F FROML
WHERE3 < 4
GROUBY c2, c3
HAVINGunfcl) > 3
QUALIFY IN (
SELECTMIn(cl1)
FROMest
GROUBY c2
HAVINGnin(cl) > 3);

[T> T [T [T [T M e mp m

ORDER BY

The ORDER BMause is an output modifier. It is logically applied at the very end of the query (just before
LIMIT, if present). The ORDER BMause sorts rows by sort criteria in ascending or descending order. In
addition, in each ORDER BYause, you can specify whether to move  NULLvalues to the beginning or the end.

A ORDER BXYause may contain one or more comma-separated expressions. If there are no expressions, an
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error will be generated. Expressions can begin with either an arbitrary scalar expression (which can be a
column name), a column position number (where indexing begins with 1), or the ALL keyword. Each
expression may be followed by an order modifier ( ASQr DESdefault is AS(, and/or a NULLorder modifier
(NULLSEFIRST NULLSELAS¥efaultis NULLS LAST

ORDER BY ALL

The ALLkeyword specifies that the output should be sorted by each column in order from left to right. The

sort direction can be changed using ORDEREBYEALLEASCORDEREBYEALLED&ESIDr NULLSEFIRS®r
NULLSELASNote that ALLcannot be used in combination with other expressions in a ORDEREBMuse - it
must be by itself.

The NULLvalue order modifier

By default, sorting is done with the ASCand NULLS LASPparameters, that is, the values are sorted in
ascending order, with the  NULLvalues placed last. This is identical to the default sort order in PostgreSQL.
The default sort order can be changed using the following configuration parameters.

Use the default_null_order parameter to change the default NULLsort order to one of the following options:

¥ NULLS_FIRST
¥ NULLS_LAST

¥ NULLS_FIRST _ON_ASC_LAST_ON_DESC

¥ NULLS_LAST_ON_ASC_FASC_FIRST .ON_DESC

For example:
SETdefault_null_order = 'NULLS FIRST'

Use the default_order parameter to change the default sort direction to one of the following options:

¥ DESC
¥ ASC

For example:

SETdefault_order = 'DESC;

Collations (matching schemes)

Text is sorted by default using binary comparison collation. This means that values are sorted by their
binary representations in UTF-8. While this works well for ASCII-text (for example, for data in English), the
sort order may not be correct for other languages. Collations are provided for this purpose.
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Syntax

SELECT..
FROM.
ORDERY orderltem [ , orderltem , ... ]
[ ... 1]
Where:
orderltem :: = { <column_alias> | <position > | <expression> }

E [ { ASC| DESG ] [ NULLY FIRST| LAST} ]

Parameters

¥ <column_alias>
The alias of the column specified inthe  SELECITst.

¥ <position>
The position of the expression in the  SELECIIst.

¥ <expression>
Any expression defined on tables in the current scope.

¥ { ASC | DESC}
Optionally returns the sort key values in ascending (smallest to largest) or descending (largest to
smallest) order.
Default: ASC

¥ NULLS { FIRST | LAST }
Optionally specifies whether  NULLlvalues are returned before/after values other than NULLdepending on
the sort order ( ASGr DESLC
Default: depends on the sort order (  ASGr DESY; see The NULLvalue order modifier

Examples

¥ Output the days of the week, ordered by their name, using the default sort order and the standard order
for NULLvalues:

SELECT
FROMveekdays
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ORDERY name

+ + +
| number | name |
+ + +
|5 | Friday |
+ + +
|1 | Monday |
+ + +
|6 | Saturday |
+ + +
|7 | Sunday |
+ + +
|4 | Thursday |
+ + +
|2 | Tuesday |
+ + +
|3 | Wednesday |
+ + +
|8 [null |
+ + +

¥ LetOs output the days of the week ordered by their name in descending order with NULLvalues at the

beginning:

SELECT
FROMveekdays

ORDEBRY nameDESONULLSIRST

+ + +

| number | name |
+ + +
[8 | null |

+ + +
|3 | Wednesday |
+ + +
|2 | Tuesday |
+ + +
|4 | Thursday |
+ + +

| 7 | Sunday |

+ + +
|6 | Saturday |

+ + +
|1 | Monday |
+ + +
|5 | Friday |

+ + +

78



¥ Now letOs consider a situation when our table has the days of the week numbered starting from Sunday
(as is done in some calendar systems). To bring it back to the usual form, we order the days of the week
first by type ( weekendor not) and then by number:

SELECT
FROMveekdays
ORDERY weekend number

+ + + +

| number| name |weekend |
+ + + +
|2 | Monday |false |
+ + + +
|3 | Tuesday |false |
+ + + +
|4 | Wednesday | false |
+ + + +
|5 | Thursday | false |
+ + + +
|6 | Friday |false |

+ + + +
[1 | Sunday |true |

+ + + +

| 7 | Saturday |true |

+ + + +

¥ LetOs show the difference in sorting using different collations. LetOs take the names of two Finnish cities
in their Swedish and Finnish variants and sort them by their Swedish names, using the collation rules
for English first:

SELECT
FROMinnish_cities
ORDERY swed_nam&OLLATEN

+ + +

| swed name | fin_name |
+ + +

| Abo | Turku |

+ + +

| Helsingfors | Helsinki |

+ + +

Now letOs do the same thing, but use the collation rules for Swedish:

SELECT
FROMinnish_cities
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ORDEBRY swed_nam&OLLATBV

+ + +
| swed_name | fin_name |
+ + +

| Helsingfors | Helsinki |

+ + +

| Abo | Turku |

+ + +

In the Swedish alphabet, the letter & comes at the end, while in the English collation rules it comes at the
beginning. Hence we get the difference in the sorting order.

LIMIT

LIMIT clause

The LIMIT clause is an output modifier. It is logically applied at the very end of the query. The LIMIT clause
limits the number of output lines.

Note that although LIMIT can be used without the ORDER Béondition, in that case the results may not be
deterministic. Nevertheless, this can be useful, for example when you want to get a quick slice of data.

OFFSEdlause

The OFFSETlause specifies from which position to start reading values, i.e. the first OFFSETValues are
ignored.

Syntax

SELECT..

FROM.

[ ORDERY... ]

LIMIT <count> [ OFFSE¥kstart > ]

[ ]

Parameters

¥ <count>
The number of rows to return. Must be a non-negative integer value.
The value NULLs also accepted and treated as unrestricted.

¥ OFFSET <start>
The line number after which restricted/extracted lines are returned. Must be a non-negative integer
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value.
If OFFSEIE omitted, output starts at the first line in the result set.
The value NULLs also accepted and treated as unrestricted (i.e. no rows will be skipped).

Examples

¥ LetOs select the first 5 days from the table of days of the week:

SELECT
FROMveekdays
LIMIT 5;

+ + +

| number| name |
+ + +
|1 | Monday |
+ + +
|2 | Tuesday |
+ + +
|3 | Wednesday |
+ + +
|4 | Thursday |
+ + +
|5 | Friday |

+ + +

¥ LetOs select 5 rows from the table of days of the week, starting from position 1 (i.e. ignoring the first
row):

SELECT
FROMveekdays
LIMIT 5

OFFSET,

+ + +

| number| name |
+ + +
|2 | Tuesday |
+ + +

| 3 | Wednesday |
+ + +
|4 | Thursday |
+ + +
|5 | Friday |

+ + +
|6 | Saturday |

+ + +



LIKE

Description

An expression with the  LIKE operator returns TRUH the text string matches the given pattern.

If the pattern does not contain percent signs or underscores, it is interpreted literally, in which case
acts as an equality operator:

SELECT
E 'Tengri' LIKE 'Tengri' ASresult ;

If a pattern has special characters, it is interpreted as a regular expression rather than literally:

¥ An underscore _in the pattern corresponds to any single character.

¥ The percent sign %in the pattern corresponds to any sequence of zero or more characters.

The LIKE pattern match is always applied to the entire string. Therefore, if you want to match a sequence
anywhere in the string (cover a substring with the pattern), the pattern must begin and end with the

percent sign.

You can also use the opposite expressions <string> NOT LIKE <pattern> and NOT string LIKE <pattern> :

SELECT
E NOTTengri' LIKE 'Tengri' ASresult 1,
E 'Tengri' NOTLIKE 'Tengri’ ASresult_2 ;

+ + +
| result_1|result 2 |
+ + +

| false |false |

+ + +

ILIKE operator

The ILIKE operator can be used instead of LIKEto make matching case insensitive:

SELECT
E 'Tengri' ILIKE 'tengri' ASresult_1 ,
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E ‘Tengri* ILIKE '%NGRi'* ASresult_2 ;

+ + +
| result_1 | result_2 |
+ + +
| true | true |
+ + +
Examples

¥ LetOs show some examples of how LIKEtemplates work:

SELECT

E ‘Tengri* LIKE 'TNGRi' ASresult_1 ,
E 'Tengri" LIKE 'T%' ASresult 2 ,
E 'TNGRi' LIKE 'T%' ASresult_3 ,
E 'Tengri' LIKE'T " ASresult_4 ;
+ + + + +

| result_1 | result_2 | result_3 | result_4 |

+ + + + +

| false |true |true |true |

+ + + + +

¥ Let us select from the table of capitals the countries in which the capital begins with

CREATEABLEcapitals (country VARCHARapital VARCHAR
INSERTINTOcapitals VALUES

('Russia’ , 'Moscow'),

('ltaly' , 'Rome)),

('Spain’' , 'Madrid" ),

('France' , 'Paris' );

[T [T T [Th

SELECTountry FROMapitals WHERE&apital LIKE 'M%}



See also

¥ Function like _escape

¥ Function ilike _escape

¥ Function not_like escape
¥ Function not_ilike_escape
¥ Text functions

¥ Functions for regular expressions

AS

The ASoperator in SQL-queries can be used in several different functions.

Specifying names for columns in a query

The ASoperator can be used to specify names (aliases) for columns in a table that will be output as the
result of a query or used in the query itself:

SELECT
E nameAS Student
E FROMtudents;

If the given name contains a space, it must be enclosed in inverted commas:

SELECT
E nameAS"Student Name"
E FROMtudents ;

Specifying names for tables in a query

The ASoperator can be used to specify names (aliases) for tables that are used in a query:

SELECD. OrderID, o.OrderDate c. CustomerName
FROM
Customers ASc,
Orders ASo
WHERE
c. CustomerNam&Tengri" ANDc. CustomerlDB-o. CustomerlD

™ > [Tp My me

Here in the query, the aliases c¢ and o for the tables Customersand Orders that are queried are used for
brevity.
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Specifying a query when creating a table

When creating a table, the ASoperator can be used to specify a data query, the result of which will be
written to the table being created:

CREATEABLHilms_recent AS
E SELECT FROMims WHER@#&ate_prod >= '2025-01-01" ;

INSERT

The INSERFEtatement is a DML operator that updates the table by inserting one or more rows into the table.
The values inserted into each column of the table can be specified explicitly or obtained from a nested

query.

Syntax

INSERTINTO <target_table > [ ( <target col name>[ , ... ] ) ]
E {
E VALUE$ { <value> | DEFAULT NULL} [, ... 1), (.. )1 |
E <query>
E }
Parameters

¥ <target_table> !N!the name of the target table into which the rows will be inserted

¥ <target_col_name>!NIthe names of the columns into which the values will be inserted. If any table
columns are not specified, default values will be inserted into them.

¥ VALUES (value | DEFAULT | NULL[,E 1) [, (E)] IN!specifies one or more values to insert
into the appropriate columns of the target table.

# value!N!an explicitly specified value; can be a literal or an expression.
# DEFAUIN!the default value for the corresponding column of the target table.

# NULIN!an empty value.
Values are separated by commas.

You can insert multiple strings by specifying additional sets of values in the expression.

¥ query!N!a query that returns values to insert into the target table. This allows you to insert rows into the
target table from one or more source tables.
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Example of inserting explicitly specified values

Insert values for the country and capital columns into the capitals table:

CREATEABLEcapitals (country VARCHARapital VARCHAR
INSERTINTOcapitals VALUES

('Russia’ , 'Moscow),

('ltaly' , 'Rome),

('Spain' , 'Madrid' ),

('France' , 'Paris' );

[T [T [T [T

SELECT FROMapitals ;

oo oo +
| country | capital |
oo = +
| France | Paris |
freremmnees freremmmmees +
| Italy | Rome |
rocmmmmm roemmmmees +
| Russia | Moscow |
S e +
| Spain | Madrid |
fbomomeees CSSRaa +

Example of inserting results of a nested query

Now letOs create another table capitals_m and insert the rows from capitals that will be the result of the
nested SELECduery. LetOs insert such rows from capitals where the value of capital contains M

CREATEABLEcapitals_m (country VARCHARapital VARCHAR

INSERTINTO capitals_m (country, capital )
E SELECT FROMapitals

E WHERE&apital LIKE '%M%'

SELECT FRONMapitals m;

Fhocommeees Fhocommees +

| country | capital |
oo e +

| Russia | Moscow |
[ [ +

| Spain | Madrid |
fbomomeees CSSRaa +
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DELETE

The DELETEtatement is a DML operator that deletes rows from the table. The condition for selecting the
rows to be deleted can be specified through the  WHERdause.

The number of deleted rows is returned as the query result.

Instead of deleting or modifying rows in existing tables (expressions DELETEnd UPDATMEIt
I is recommended to create new tables based on existing tables with the necessary filters
(expression CREATE TABLand truncate old ones if necessary (expression  TRUNCATE

Syntax

DELETEEROMtable _name>
E [ WHERE&ondition > ]

Parameters
¥ [ WHERE <condition> ]

Specifies the condition to be used to select rows for deletion. If this parameter is omitted, all rows in the
table are deleted, but the table is not deleted.

Allowed operators inside the condition <condition> :

# =equals

# > greater than

# <less than

#in (E) isincluded in the list

# their combinations

Examples

Example 1

Create a table with numbers from 1to 100and delete all rows from it without additional conditions:

CREATEABLEdemonumbers (numbers BIGINT);

INSERTINTO demonumbers ( number$
E SELECTnnest(generate_series (1, 100);

DELETEERONMemonumbers
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LetOs check the contents of the table:

SELECT FROMemonumbers

Example 2

Create a table with numbers from 1 to 100 and delete rows with numbers less than 51 or greater than 55
from it:

CREATEABLEdemonumbers (numbers BIGINT);

INSERTINTO demonumbers (number$
E SELECTnnest(generate_series (1, 100));

DELETERONemonumbers
E WHERBuUmbers< 51 ORnumbers> 55;

oo +
| count |
R +
195 |

S S +

LetOs check the contents of the table:

SELECT FROMemonumbers

oo +
| numbers |
[ +
|51 |
fbomomeees +
152 |
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153 |
Fommmmeee +
|54 |
Fhoccmmees +
155 |
e +
Example 3

Create a table with numbers from 1to 10 and delete rows with numbers from the list
it:
CREATEABLEdemonumbers (numbers BIGINT);

INSERTINTO demonumbers ( number$
E SELECTnnest(generate_series (1, 10)):

DELETERONemonumbers
E WHER&umbersIN (2, 4, 6,8, 10, 12);

R +
| count |
S S +
|5 |

S S +

LetOs check the contents of the table:

SELECT FROMemonumbers

Fommee +
| numbers |
fbomomeees +
11|
oo +
13|
oo +
15 |
S SRR +
|7
S R +
19 |
Fommee +

(2,4,6,8,10,12)

from
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UPDATE

The UPDAT&atement is a DML operator that updates the specified rows in the table and writes new values
into them. The condition for selecting the rows to be updated can be specified through the WHERdtause.

The number of updated rows is returned as the result of the query.

Instead of deleting or modifying rows in existing tables (expressions DELETEnd UPDATMEIt
I is recommended to create new tables based on existing tables with the necessary filters
(expression CREATE TABLand truncate old ones if necessary (expression  TRUNCATE

Syntax

UPDATEtable _name>
E SET<col_name = <value> [ , <col_name = <value>, .. ]
E [ WHERE&ondition > ]

Parameters
¥ [ SET <col_name> = <value> ]

Specifies the column to update and the values to be written. You can specify multiple expressions via
for any number of columns.

¥ [ WHERE <condition> ]
Specifies the condition to be used to select rows to update.
Allowed operators inside the  <condition> condition:

# =equals

# > greater than

# <less than

#in (E) isincluded in the list

# their combinations

Examples

Example 4

Create a table with numbers from 1 to 10 and update the numberscolumn by writing into it the values from
the table itself multiplied by 100

CREATEABLEdemonumbers (numbers BIGINT);
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INSERTINTO demonumbers (number$
E SELECTnnest(generate_series (1, 10));

UPDATHemonumbers
E SETnumbers= numberg100

o +
| Count |
R +
|10 |

S S +

LetOs check the contents of the table:

SELECT FROMemonumbers

[ R +
| numbers |
oo +
| 100 |
b +
| 200 |
Fommmmeee +
| 300 |
Fhoccmmees +
| 400 |
e +
| 500 |
[ R +
| 600 |
oo +
| 700 |
b +
| 800 |
Fommmmeee +
| 900 |
Fhoccmmees +
| 1000 |
e +

Example 5

Create a table with two columns  num_land num_2LetOs write numbers from 1 to 10 into the num_Icolumn,
and leave the num_2olumn empty (there will be  NULLvalues there). LetOs update columns num_land num_2
write into num_lhe values from it multiplied by 100 and into num_2he values from num_Imultiplied by -1.
LetOs do all this with the condition that the values from num_ZJare in the list (2,4,6,8,10,12)
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CREATEABLEdemonumbers(num_1BIGINT num_2BIGINT);

INSERTINTO demonumbers (num_}L
E SELECTnnest(generate_series (1, 10)):

UPDATHemonumbers
E SETnum_1= num_1100, num_2= num_ 11
E WHER&M_1in (2 4,6,8,10,12);

oo +
| Count |
R +
15 |

S S +

LetOs check the contents of the table:

SELECT FROMemonumbers

R S SE—— +
| num_1 | num_2 |
Hommen Homeeen +
[200 |-2 |
oo Troccoeeo +
| 400 |-4 |
o B — +
| 600 |-6 |
o B — +
| 800 |-8 |

S SRR S SRR +
| 1000 |-10 |
R S SE—— +
[1 | null |
Hommen Homeeen +
[3 | null |
oo Troccoeeo +
[5 | null |
o B — +
[7 | null |
o B — +
[9 | null |

S SRR S SRR +

EXPLAIN

The EXPLAINtatement displays the plan for the
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plan is a tree of statements that are executed in a specific order to produce the result of the query.

When EXPLAINE run, the SELECduery is not actually executed, so the plan displays only the expected result
sizes for each statement, calculated by heuristics.

Syntax

EXPLAIN
SELECT..

Examples

¥ A simple SELECTquery:

EXPLAIN
SELECT

E1 explain

E2 "Local plan:

E3 /0000000000000000000000000001
E4 2 PROJECTION 2

E52 00000000000000000000 2

E6 2 _coll 2
E7 2 2
E8 2 ~1 row 2

£9 30000000000000400000000000005

10 /0000000000000600000000000001

11 2 DUMMY_SCAN 2

12 30000000000000000000000000005

13 Execution settings:

14  session_settings = {'threads": 16, 'memory_limit": '32GB', 'http_timeout": 30,
E ‘http_retries": 20, 'http_retry_wait_ms": 500, 'pin_threads': 'off'}
15 file_cache_mode = FileCacheMode.AUTO

16 cache_mode_threshold = 0.6

17 file_row_group_size = 1000000

18 row_group_column_gap = 1048576

19 use_file_cache = True

20 use_duck_cache = True

21 local_db_cache hytes = 107374182400

22 reshuffle_bin_rows = 300000000

23"

¥ A SELECTduery against a single table with grouping, filtering and sorting:

EXPLAIN
SELECT
E NameOfStation
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94

E COUNT) ASexit_count
FROMNata_mos_ru metro_exits
GROUBY NameOfStation
HAVINGCOUNT) > 10
ORDERY exit_count DESC

E1 explain

E2 "Local plan:

E3 /0000000000000000000000000001
E4 2 ORDER_BY 2

E52 00000000000000000000 2
E62  count(l) DESC 2

E7 30000000000000400000000000005
E8 /0000000000000600000000000001
E9 2 FILTER 2

10 2 00000000000000000000 2
112  (count(l)>10) 2

12 2 2

13 2 ~146 rows 2

14 30000000000000400000000000005
15 /0000000000000600000000000001
16 2 HASH_GROUP_BY 2

17 2 00000000000000000000 2

18 2 Groups: #0 2

19 2 2

20 2 Aggregates: 2

21 2 count_star() 2

22 2 2

23 2 ~731 rows 2

24 30000000000000400000000000005
25 /0000000000000600000000000001
26 2 PROJECTION 2

27 2 00000000000000000000 2

28 2 NameOfStation 2

29 2 2

30 2 ~1,157 rows 2

31 30000000000000400000000000005
32 /0000000000000600000000000001
332 ICEBERG_SCAN 2

34 2 00000000000000000000 2

352 Function: 2
36 2 ICEBERG_SCAN 2
37 2 2

38 2 Projections: 2

39 2 NameOfStation 2

40 2 2

41 2 ~1,157 rows 2

42 30000000000000000000000000005
43 Scan data_mos_ru.metro_exits:

44 columns = {NameOfStation'}

45 filter = (True)



46 skip_cache = False

47

48 Execution settings:

49 session_settings = {'threads": 16, 'memory_limit": '32GB', 'http_timeout": 30,
E ‘'http_retries": 20, 'http_retry_wait_ms'": 500, 'pin_threads': 'off'}
50 file_cache_mode = FileCacheMode.AUTO

51 cache_mode_threshold = 0.6

52 file_row_group_size = 1000000

53 row_group_column_gap = 1048576

54 use_file_cache = True

55 use_duck_cache = True

56 local_db_cache bytes = 107374182400

57 reshuffle_bin_rows = 300000000

58 "

¥ A SELECquery with joining two tables, grouping, filtering and sorting:

EXPLAIN

SELECT

E  mpt NameOfStation

E  SUKmpt IncomingPassengery AS IncomingPassengers
E SUlmpt OutgoingPassengerd AS OutgoingPassengers
FROMata_mos_rumetro_passenger_traffic mpt

JOIN (

E SELECTNameOfStation

E FROMata_mos_rumetro_exits
E GROUBY NameOfStation

E  HAVINGOUNT) > 10

) me ONmpt NameOfStation = me NameOfStation
WHERBpt Year = '2024'

GROUBY mpt NameOfStation

ORDERY IncomingPassengers DESC

EE1explain

EE2"Local plan:
EE3/0000000000000000000000000001
EE42 ORDER_BY 2

EE52 00000000000000000000 2
EE62 sum(mpt.IncomingPassengers2
EE72 ) DESC 2
EE830000000000000400000000000005
EE9/0000000000000600000000000001
E102 HASH GROUP BY 2
E112 00000000000000000000 2
E122 Groups: #0 2

E132 2
E142 Aggregates: 2
E152 sum(#1) 2
E162 sum(#2) 2

E172 2
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E182 ~137 rows 2

E19 30000000000000400000000000005
E20/0000000000000600000000000001
E212 PROJECTION 2

E222 00000000000000000000 2
E232  NameOfStation 2

E242 IncomingPassengers 2

E252 OutgoingPassengers 2

E26 2 2

E27 2 ~139 rows 2

E28 30000000000000400000000000005
£29 /0000000000000600000000000001
E302 HASH_JOIN 2

E312 00000000000000000000 2
E322  Join Type: INNER 2

E332 2

E342 Conditions: 7000000000000001
E352 NameOfStation= 2 2

E36 2 NameOfStation 2 2

E372 2 2

E382 ~139 rows 2 2

E39 30000000000000400000000000005 2

E40 /0000000000000600000000000001/0000000000000
E 600000000000001

E412 ICEBERG_SCAN 22 PROJECTION
E422 00000000000000000000 22

E 00000000000000000000 2

E432 Function: 22 #0 2

E44 2 ICEBERG_SCAN 22 2
E452 22 2

E46 2 Projections: 22 2
F472  NameOfStation 22 2
E482 IncomingPassengers 22 2
E492 OutgoingPassengers 22 2
E502 22 2

E512 Filters: Year='2024' 22 2
E522 22 2

E532 ~1,106 rows 22 ~146 rows 2

E54 3000000000000000000000000000530000000000000
E  400000000000005

E55

E /0000000000000600000000000001

E56 2 FILTER 2

E57 2 00000000000000000000 2
E58 2  (count(l)>10) 2
E59 2 2

E60 2 ~146 rows 2

E61

E 30000000000000400000000000005

E62

E /0000000000000600000000000001

E63 2 HASH GROUP BY 2

E64 2 00000000000000000000 2



E65 2 Groups: #0 2
E66 2 2

E67 2 Aggregates: 2
E68 2 count_star() 2
E69 2 2

E70 2 ~731 rows 2
E71

E 30000000000000400000000000005

E72

E /0000000000000600000000000001

E73 2 PROJECTION 2
E74 2 00000000000000000000 2
E75 2 NameOfStation 2
E76 2 2

E77 2 ~1,157 rows 2
E78

E 30000000000000400000000000005

E79

E /0000000000000600000000000001

E80 2  ICEBERG_SCAN 2
E81l 2 00000000000000000000 2
E82 2 Function: 2

83 2  ICEBERG_SCAN 2
E84 2 2

E85 2 Projections: 2

E86 2  NameOfStation 2
E87 2 2

E88 2 ~1,157 rows 2

E89

E  30000000000000000000000000005

E90 Scan data_mos_ru.metro_exits:

E91 columns = {NameOfStation'}

E92 filter = (True)

E93 skip_cache = False

E94

E95 Scan data_mos_ru.metro_passenger_traffic:

E96 columns = {'OutgoingPassengers', 'IncomingPassengers', 'Year', 'NameOfStation'}
E97 filter = ("Year™ ='2024")

E98 skip_cache = False

E99

100 Execution settings:

101 session_settings = {'threads": 16, 'memory_limit": '32GB’, 'http_timeout": 30,
E ‘http_retries": 20, 'http_retry_wait_ms': 500, 'pin_threads": 'off'}
102 file_cache_mode = FileCacheMode.AUTO

103 cache_mode_threshold = 0.6

104 file_row_group_size = 1000000

105 row_group_column_gap = 1048576

106 use_file_cache = True

107 wuse_duck _cache = True

108 local_db_cache bytes = 107374182400

109 reshuffle_bin_rows = 300000000

110"
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Functions

Aggregate functions

¥ any_ value

¥ array_agg

¥ avg

¥ count

¥ count(argument)
¥ count_if

¥ max

¥ min

¥ median

¥ sum

Numerical functions

¥ abs

¥ acos

¥ acosh
¥ add

¥ asin

¥ asinh

¥ atan

¥ atan2

¥ atanh

¥ bit_count
¥ chbrt

¥ ceill

¥ cos

¥ cot

¥ degrees
¥ divide

¥ even

¥ exp

¥ factorial
¥ fdiv
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¥ floor

¥ fmod

¥ gamma

¥ gcd

¥ greatest

¥ isfinite

¥ isinf

¥ isnan

¥ lcm

¥ |east

¥ |gamma

¥ In

¥ log

¥ log2

¥ multiply

¥ nextafter

¥ pi

¥ pow

¥ radians

¥ random

¥ round_even

¥ round

¥ setseed

¥ sign

¥ signbit

¥ sin

¥ sqrt

¥ subtract

¥ tan

¥ trunc

¥ xor

¥ 0&()+( +
¥ %&'()*+( -
¥ %&'()*+( *
¥ %&'()*+( |/

¥ %0 %
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¥ %&()*+( A
¥ &)+ <

¥ %&()+( >

¥ %&()*+( <=

¥ %&()*+( >=

¥ %&(O+( =

¥ %& () <>

¥ %&'()*+( BETWEEN

Text functions

¥ array_extract

¥ array_slice

¥ bar

¥ bin

¥ bit_length

¥ chr

¥ concat_ws

¥ contains

¥ ends_with

¥ format

¥ formatReadableDecimalSize
¥ formatReadableSize
¥ from_base64

¥ hex

¥ ilike_escape

¥ instr

¥ left

¥ left_grapheme

¥ length

¥ length_grapheme

¥ like_escape

¥ lower

¥ Ipad

¥ Itrim

¥ md5_number_lower

¥ md5_number_upper
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¥ nfc_normalize
¥ not_ilike_escape
¥ not_like_escape
¥ parse_dirname
¥ parse_dirpath
¥ parse_filename
¥ parse_path

¥ prefix

¥ printf

¥ position

¥ read_text

¥ repeat

¥ replace

¥ reverse

¥ right

¥ right_grapheme
¥ rpad

¥ rtrim

¥ split

¥ split_part

¥ starts_with

¥ strip_accents

¥ strlen

¥ substring

¥ substring_grapheme
¥ to_base

¥ to_base64

¥ translate

¥ trim

¥ unbin

¥ unhex

¥ unicode

¥ upper

¥ url_decode

¥ url_encode
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Functions for regular expressions

¥ regexp_escape

¥ regexp_extract

¥ regexp_extract_all

¥ regexp_full_match

¥ regexp_matches

¥ regexp_replace

¥ regexp_split_to_array
¥ regexp_split_to_table
¥ %&'()*+( ~

Functions for date and time

¥ current_date
¥ current_localtimestamp
¥ current_time
¥ dayname

¥ datepart

¥ date_diff

¥ date_trunc

¥ dayofmonth
¥ dayofweek

¥ dayofyear

¥ epoch

¥ era

¥ isodow

¥ isoyear

¥ julian

¥ monthname
¥ now

¥ strptime

¥ timezone_hour
¥ to_timestamp
¥ weekofyear

¥ yearweek
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Functions for JSON

¥ json

¥ json_array

¥ json_array_length
¥ json_contains

¥ json_each

¥ json_exists

¥ json_extract

¥ json_extract_string
¥ json_group_array
¥ json_group_object
¥ json_keys

¥ json_merge_patch
¥ json_object

¥ json_structure

¥ json_transform

¥ json_transform_strict
¥ json_tree

¥ json_type

¥ json_valid

¥ json_value

¥ read_json

¥ read_json_objects

¥ to_json

Functions for binary data

¥ concat

¥ md5

¥ shal

¥ sha256

¥ 068 (0*+( |

Window functions

¥ cume_dist

¥ dense_rank
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¥ first_value

¥ lag

¥ last_value

¥ lead

¥ nth_value

¥ ntile

¥ percent_rank
¥ rank

¥ row_number
Utilities

¥ cast

¥ coalesce

¥ generate_series

¥ hash

¥ nextval_tngri

¥ read_csv

¥ read_parquet

¥ read_xIsx

¥ try_cast

¥ unnest

¥ uuid

¥ uuidv7

¥ uuid_extract_timestamp

¥ uuid_extract_version

¥ %&'()*+(

Python module  tngri

¥ tngri.create_table
¥ tngri.delete_file

¥ tngri.list_files

¥ tngri.run_notebook
¥ tngri.sql

¥ tngri.upload_df

¥ tngri.upload_file
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functions-tengri_functions:::tngri.create_table
functions-tengri_functions:::tngri.delete_file
functions-tengri_functions:::tngri.list_files
functions-tengri_functions:::tngri.run_notebook
functions-tengri_functions:::tngri.sql
functions-tengri_functions:::tngri.upload_df
functions-tengri_functions:::tngri.upload_file

¥ tngri.upload_s3

Aggregate functions

Aggregate functions are functions that combine values from multiple rows into one.

Aggregate functions differ from scalar functions and window functions in that they change the cardinality
of the result. That is why they can be used in queries only in expressions SELECand HAVING

DISTINCEXpression in aggregate
functions

When the expression DISTINCTis used, only unique values are considered when calculating the value of an
aggregate function. Often this expression is used in conjunction with an aggregate function count() to get
the number of unique items, but it can be used with other aggregate functions as well.

Example

CREATEABLEcities (city_name VARCHAR

INSERTINTOcities VALUES

E ('Moscow),
E ('Moscow),
E ('Paris' ),
E ('Madrid' );
SELECT

E count(DISTINCTcity name) ASdistinct_cities_num
E count(city_name) AScities_num

FRONMities ;

+ + +

| distinct_cities_num | cities_num |
+ + +

|3 | 4 I

+ + +

Some aggregate functions are insensitive to repeated values (e.g, min() , max()), and for them the DISTINCT
expression is ignored.

any_value()
Description Returns the first value from  argumentother than NULL
Usage any_value(argument)
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| This function is affected by the sort order in the table.
I See example
CREATEABLEnumbergnumber_ascBIGINT number_descBIGINT);

INSERTINTO numbers VALUES

E (NULL 3),

E (1, 2),

E (2 1),

E (3 NUL);
SELECT

E any_value(number_asg AS"any value from number asc" |,
E any_value(number_dest AS"any value from number desc"

FRONMumbers

+ + +

| any value from number asc | any value from number desc |
+ + +

|1 |3 I

+ + +

array_agg()

Description Returns a list containing all the values of a column.
Usage array_agg(argument)
Aliases list()
! This function is affected by the sort order in the table.
I See example

CREATEABLEnumbergnumberBIGINT);

INSERTINTO numbers VALUES

E (),
E (2,
E (3,
E (NUL)L
SELECT

E array_agg(numbe)y ASarray_agg,
E list (numbey ASlist
FRONMumbers
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| array_agg | list |

+ -+ -+
| {1,2,3,None} | {1,2,3,None} |
+ + +

avg()

Description Calculates the average of all non-empty valuesin  argument
Usage avg(argument)
Aliases mean()

I See example

CREATEABLEnumbergnumberBIGINT);

INSERTINTO numbersVALUES

E (1),
E (2,
E (3,
E (NUL)
SELECT

E avg(numbe)y AS average,
E meagnumbey ASmean

FRONumbers
C S — +
| average | mean |
C S — +
12 2 |
oo oo +
count()
Description Calculates the number of rows in the group.
Usage count()
Aliases count(*)

I See example
CREATEABLEnumbergnumberBIGINT);

INSERTINTO hnumbers VALUES
(1),
(2),
(3,

T > [Tp
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E (NUL)

SELECT

E count() ASrows_count,

E count(*) ASrows_count_star
FRONhumbers

+ + +

| rows_count | rows_count_star |
+ + +

| 4 | 4 I

+ + +

count(argument)

Description Calculates the number of non-empty values in

Usage count(argument)

I See example

FRONMumbers
+ + +
| rows_count | values_count |
+ + +
| 4 |3 |
+ + +

count_if()

Description Returns the number of records that satisfy the condition, or

CREATEABLEnumbergnumberBIGINT);

INSERTINTO numbers VALUES

E (D,
E (2,
E (3,
E (NUL)
SELECT

E count() ASrows_count,
E count(numbey ASvalues_count

the condition.

Usage count_if(<condition>)

I See example
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CREATEABLEext_table (text_data VARCHAR

INSERTINTOtext table VALUES
('Tengri' ),

("Tengri' ),

('TNGRIY),

(NUL)

SELECT

E COUNT_(FRUE ASrow_number

E COUNT (Fext_data = 'Tengri' ) AStengri_number
FROMext_table ;

+ + +
| row_number | tengri_number |
+ + +
| 4 | 2 I
+ + +
max()
Description Returns the maximum value available in argument
Usage max(argument)
I See example

CREATEABLEnumbergnumberBIGINT);

INSERTINTO numbers VALUES

E (),
E (2,
E (3,
E (NUL)L
SELECT

E maxnumbe) ASmax
E  min(numbejy ASmin
FRONhumbers

R
| max | min |
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min()

Description Returns the minimum value present in argument
Usage min(argument)
I See example

CREATEABLEnumbergnumberBIGINT);

INSERTINTO numbers VALUES

E (D,
E (2,
E (3,
E (NUL)
SELECT

E maxnumbej ASmax
E  min(numbey ASmin
FRONumbers

. R +
| max | min |

median()
Description Returns the median value of all non-empty values in argument
Usage median(argument)

In case of an even number of values, the average between the two centre values is taken.

I See example

LetOs show the difference between the median value and the mean value ( avg() ) on examples of even
(_even and odd ( _odd number sets containing empty values.

CREATEABLEnumberg
E number_evenBIGINT
E number_oddBIGINT;

INSERTINTO numbers VALUES

E (1, 1),
E (2 2),
E (3 10),
E (10, NUL),
E (NULL NUL)
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E  mediar{number_even AS median_even

E avg(number_even ASavg_even

E  mediar(number_odyl AS median_odd

E avg(number_odyp ASavg_odd

FRONumbers

+ + + + +

| median_even | avg_even | median_odd | avg_odd

+ + + + +

| 2.5 | 4 | 2 | 4.333333333333333 |

+ + + + +

sum()

Description Calculates the sum of all non-empty values in
Usage sum(argument)

SEL

ECT

In case of boolean values, counts the number of

See example

CREATEABLEnumberg

E
E

numberBIGINT
boolean BOO)L.

INSERTINTO numbers VALUES

E (1, True),

E (2 False),

E (3 False),

E (NULL NUL)

SELECT

E sunfnumbej ASsum_number
E sunfboolean) ASsum_boolean
FRONMumbers

+ + +

| sum_number | sum_boolean |

+ + +
|6 |1 I
+ + +

Numerical functions

Numeric functions!Nlthese are functions for working with data of

DOUBLE

True values.

argument

numeric types : BIGINT NUMERI@nd
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abs()

Description Calculates the modulus of a number.
Usage abs(num)

I See examples

SELECT

E abs(-1) ASresult_1 ,
E abs(0) ASresult 2,
E abs(1.1) ASresult_3 ;

+ + + +
| result_1 |result_2 | result 3|
+ + + +
|1 | O [1.1 |
+ + + +
acos()
Description Calculates the arccosine of a number.
Usage acos(num)

Calculates the arccosine of a number!N!returns the angle in radians whose cosine is equal to the given
number.

I See examples

SELECT

E acos(1) ASresult_1 ,
E acos(-1) ASresult 2 ,
E acos(0) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| O | 3.141592653589793 | 1.5707963267948966 |
+ + + +
acosh()
Description Calculates the hyperbolic arccosine of a number.
Usage acosh(num)

I See examples
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SELECT

E acosh(l) ASresult 1 ,

E acosh(1.543 ASresult 2 ,

E acosh10) ASresult_3 ;

+ + + +

| result_1 | result_2 | result_3 |

+ + + +

|0 | 0.999931383282944 | 2.993222846126381 |
+ + + +

add()

Description Adds numbers.
Usage add(num, num)
See also Operator +.

I See examples

SELECT
E add1, 1) ASresult_1 ,
E add-1.1, 2.1) ASresult 2,
E add1) ASresult_3 ;
+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 2 [1.0 |1 |
+ + + +
asin()
Description Calculates the arcsine of a number.
Usage asin(num)

Calculates the arcsine of a number!N!returns the angle in radians whose sine is equal to the given number.

I See examples

SELECT

E asin(0) ASresult 1,
E asin(0.5) ASresult 2 ,
E asin(l) ASresult 3;
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+ + + +
| result_1 | result_2 | result_3 |
+ + + +

|0 ]0.5235987755982989 | 1.5707963267948966 |
+ + + +

asinh()

Description Calculates the hyperbolic arcsine of a number.
Usage asinh(num)

I See examples

SELECT

E asinh(0) ASresult 1,
E asinh(1) ASresult 2,
E asinh(10) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| O | 0.881373587019543 | 2.99822295029797 |
+ + + +
atan()
Description Calculates the arctangent of a number.
Usage atan(num)

I See examples

SELECT

E atan(0) ASresult_1 ,
E atan(1) ASresult 2,
E atan(-1) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| O | 0.7853981633974483 | -0.7853981633974483 |
+ + + +

atan2()

Description Calculates the arctangent from the coordinates.
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Usage atan2(y, x)

Calculates the arctangent by coordinates  (y, X) . Returns the angle in radians.

I See examples

SELECT

E atan2(0, 0) ASresult 1,

E atan2(0, -1) ASresult 2 ,

E atan2(-1, 0) ASresult_3 ;

+ + + +

| result_1 | result_2 | result_3 |

+ + + +

| O | 3.141592653589793 | -1.5707963267948966 |

+ + + +

atanh()

Description Calculates the hyperbolic arctangent of a number.
Usage atanh(num)

I See examples

SELECT

E atanh(0.1) ASresult 1 ,
E atanh(0.5) ASresult 2 ,
E atanh(0.762 ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 0.10033534773107558 | 0.5493061443340548 | 1.0009670664123251 |
+ + + +
bit_count()
Description Returns the number of bits set in the binary representation of a number.
Usage bit_count(num)

I See examples

SELECT

E bit_count (1) ASresult 1 ,
E bit_count (3) ASresult_2 ,
E bit_count (7) ASresult_3 ;
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+ + + +
| result_1 |result 2 | result 3|

+ + + +
1t 12 13 |
+ + + +

cbrt()

Description Calculates the cube root.
Usage cbrt(num)

I See examples

SELECT

E cbrt(1) ASresult 1,
E cbrt (8 ASresult 2,
E cbrt(-8) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
1T 12 |2 |
+ + + +
ceil()
Description Rounds a number to the higher side.
Usage ceil(num)
Aliases ceiling()

I See examples

SELECT

E ceil (0.1) ASresult 1,
E ceil (-0.1) ASresult 2 ,
E ceiling (1) ASresult 3 ;

+ + + +

| result_1 |result 2 | result 3|
+ + + +
1t 10 |1 |

+ + + +
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cos()

Description Calculates the cosine of an angle given in radians.

Usage cos(num)

I See examples

SELECT

E cos(0) ASresult_1 ,
E cos(pi()) ASresult 2,
E cos(pi()/3) ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|1 | -1 | 0.5000000000000001 |
+ + + +
cot()
Description Calculates the cotangent of an angle given in radians.
Usage cot(num)

I See examples

SELECT

E cot(1 ASresult_1 ,
E cot(pi()/2) ASresult 2,
E cot(pi()/4) ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| 0.6420926159343306 | 6.123233995736766€e-17 | 1.0000000000000002 |

+ + + +
degrees()

Description Converts radians to degrees.

Usage degrees(num)

I See examples

SELECT
E degrees(0) ASresult_1 ,
E degrees(pi())  ASresult 2 ,
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E degrees(pi() /2) ASresult 3 ;

+ + + +

| result_1 | result_2 | result_3 |
+ + + +
|0 | 180 |90 |

+ + + +

divide()
Description Returns the result of division as an integer.
Usage divide(num, num)

I See examples

SELECT

E divide (7, 2) ASresult_1 ,
E divide (7, -2) ASresult 2 ,
E divide (7, 0) ASresult 3 ;

+ + + +
| result_1 | result_2 | result 3|
+ + + +
| 3 | -3 | null |
+ + + +
even()
Description Rounds to the nearest even number away from zero.
Usage even(num)

I See examples

SELECT

E even2.1) ASresult 1,
E even(-2.1) ASresult 2 ,
E even(0) ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|14 |4 [0 |

+ + + +
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exp()

Description Calculates the exponent of a number.
Usage exp(num)
Calculates the exponential value of a number: e”™X.

I See examples

SELECT

E exp(0) ASresult 1,

E exp(l) ASresult 2,

E exp(-1) ASresult 3 ;

+ + + +

| result_1 | result_2 | result_3 |

+ + + +

|1 | 2.718281828459045 | 0.36787944117144233 |

+ + + +

factorial()

Description Calculates the factorial of a number.
Usage factorial(num)

I See examples

SELECT

E factorial (0) ASresult 1 ,
E factorial (1) ASresult 2 ,
E factorial (5) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|1 |1 | 120 |

+ + + +

fdiv()
Description Performs integer division and returns the result as DOUBLE
Usage fdiv(num, num)
I See examples
SELECT
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E fdiv (5 2) ASresult 1,
E fdiv (1, 2) ASresult 2 ,
E fdiv (-5 2) ASresult 3 ;
+ + + +

| result_1 |result 2 | result 3|
+ + + +

| 2 |0 -3 |

+ + + +

floor()

Description Rounds a number to the smaller side.
Usage floor(num)

I See examples

SELECT

E floor (0.9) ASresult 1,
E floor (-0.9) ASresult 2 ,
E floor (1) ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
1o |1 [1 |

+ + + +

fmod()

Description Returns the remainder of dividing the first argument by the second argument.
Usage fmod(num, num)

I See examples

SELECT

E fmod3, 2) ASresult 1,
E fmod3.1, 2) ASresult 2,
E fmod-10, 4) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| 1 [1.1 |2 |

+ + + +
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gamma()

Description Calculates the value of the Gamma function.
Usage gamma(num)

Calculates the value of the Gamma function (interpolation of the factorial
are allowed.

I See examples

SELECT

E gamnm@d) ASresult 1,
E gamn(®) ASresult 2 ,
E gamn({®.5) ASresult 3 :

+ + + —+
| result_1 | result_2 | result_3 |

+ + + -+

|1 | 24 | 1.772453850905516 |
+ + + -+

gcd()

Description Calculates the greatest common divisor of two numbers.
Usage gcd(num, num)
Aliases greatest_common_divisor()

I See examples

SELECT

E gcd(12 9) ASresult 1,
E gcd(-12, 9) ASresult 2 ,
E gcd(12, 0) ASresult 3 :

+ + + +
| result_1 |result_2 | result 3|
+ + + +
13 13 |12 |
+ + + +
greatest()
Description Returns the largest of the specified arguments.
Usage greatest(argument|[, argument, ...])

X - 1 ). Fractional (real) values
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¥ When used with numbers, returns the largest number.

¥ When used with strings!N!returns the last of the strings in alphabetical order. In this case, upper case
precedes lower case.

¥ When used with types of date and time Nlreturns the most recent object.

I See examples

SELECT

greatest (1, 2, 3, 4, 4) ASresult 1 ,
greatest (1, -1) ASresult_2 ,
greatest (0) ASresult_3 ;

T m» [Tp

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
14 11 |0 |

+ + + +

SELECT
E greatest ('a', 'z, 'A", 'Z') ASresult_1 ,
E greatest ('Tengri' , 'TNGRi') ASresult 2 ;

+ + +
| result_1 | result 2 |
+ + +

| | Tengri |

+ + +

SELECT

greatest (DATE2024-02-29' , TIMESTAMPR024-02-29 00:00:01' ) ASresult_1 ,
greatest (DATE2024-02-29' , DATE2029-02-24" ) ASresult_2 ,
greatest (DATE2024-02-29' , now)) ASresult_3 ;

T [T [T

+ + + +
| result_1 | result_2 |result_3 |

+ + + +

| 2024-02-29T00:00:01 | 2029-02-24 | 2026-05-06T13:05:46.173330+03:00 |
+ + + +

isfinite()
Description Checks whether a number is finite.

Usage isfinite(num)
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I See examples

SELECT

E isfinite (1) ASresult_1 ,
E isfinite ('Infinity' :: DOUBLEASTresult 2 ,
E isfinite (NULL ASresult_3 ;
+ + + +

| result_1 | result_2 | result_3 |

+ + + +

| true |false |null |

+ + + +

isinf()
Description Checks whether a number is infinite.
Usage isinf(num)

I See examples

SELECT
E isinf (1) ASresult_1 ,
E isinf ('Infinity' :: DOUB)EASTresult 2 ,
E isinf (NULL ASresult_3 ;
+ + + +
| result_1 |result 2 | result 3|
+ + + +
| false |true |null |
+ + + +
isnan()
Description Checks if the argument has the value  NaNNot a Number ).
Usage isnan(num)

I See examples

SELECT

E isnan('NaN': DOUB)EASresult_1 ,
E isnan(1.1) ASresult_2 ,
E isnan(NULL ASresult_3 ;
+ + + +

| result_1 | result_2 | result 3|

+ + + +
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| true |false |null |

+ + + +
lcm()
Description Calculates the least common multiple of two numbers.
Usage lcm(num, num)
Aliases least_common_multiple()

I See examples

SELECT

E lem(3, 7) ASresult_1 ,
E lecm(333 777 ASresult 2 ,
E lcm(37 0) ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 21 |2331 |O |
+ + + +
least()
Description Returns the smallest of the specified arguments.
Usage least(argument[, argument, ...])

¥ When used with numbers, returns the smallest number.

¥ When used with strings!N!returns the first of the strings in alphabetical order. In this case, upper case
precedes lower case.

¥ When used with types date and time INlreturns the earliest object.

I See examples

SELECT

E least (1, 1, 2, 3, 4) ASresult_1 ,
E least (1, -1) ASresult_2 ,
E least (0) ASresult_3 ;
+ + + +

| result_1 | result_2 | result_3 |

+ + + +

|1 -1 |0 |
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SELECT

E least (DATE2024-02-29' , TIMESTAMP024-02-29 00:00:01' ) ASresult_1 ,
E least (DATE2024-02-29' , DATE2029-02-24" ) ASresult_2 ,
E least (DATE2024-02-29' , now)) ASresult_3 ;
+ + + +

| result_1 | result_2 |result_3 |

+ + + +

| 2024-02-29T00:00:00 | 2024-02-29 | 2024-02-29T00:00:00+03:00 |

+ + + +

SELECT

E least (a", 'z, 'A", 'Z) ASresult 1,
E least ('Tengri' , 'TNGRi') ASresult 2 ;

+ + +
| result_1 | result_2 |
+ + +
| A | TNGRi |
+ + +
lgammay()
Description Calculates the logarithm of the gamma function.
Usage lgamma(num)

I See examples

SELECT

E Igamm@l) ASresult 1,
E lgamméll) ASresult 2 ,
E lgammé@l. 1) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| O | 15.104412573075518 | -0.049872441259839764 |
+ + + +
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In()

Description Calculates the natural logarithm of a number.
Usage In(num).

I See examples

SELECT

E In(1) ASresult 1,
E In(11) ASresult 2,
E In(1.1) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|0 | 2.3978952727983707 | 0.09531017980432493 |
+ + + +

log()

Description Calculates the logarithm of a number on base  10.
Usage log(num)
Aliases log10()

I See examples

SELECT

E log(1) ASresult_1 ,
E log(100 ASresult 2,
E log(0.01) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
o1z |2 |

+ + + +

log2()

Description Calculates the logarithm of a number on base 2.
Usage log2(num)
I See examples
SELECT
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E log2(1) ASresult_1 ,
E log2(2) ASresult_2 ,
E log2(4096 ASresult 3 ;
+ + + +

| result_1 |result 2 | result 3|
+ + + +
|0 |1 |12 |

+ + + +

multiply()

Description Multiplies two numbers.
Usage multiply(num, num)
See also Operator *.

I See examples

SELECT

E multiply (2, 2) ASresult_1 ,
E multiply (0, 2) ASresult_2 ,
E  multiply (0.2, -0.2) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 4 | O | -0.04 |
+ + + +
nextafter()
Description Returns the next value with variable precision (of type

towards the second number.
Usage nextafter(num, num)

I See examples

SELECT

E nextafter (1:: DOUBLE2) ASresult 1 ,
E nextafter (1: BIGINT 2) ASresult 2 ,
E nextafter (-1: BIGINT 0) ASresult 3 ;

+ + +

result 1 | result 2 | result_3
+ + +

DOUB\) tafter the first number
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| 1.0000000000000002 | 1.0000000000000002 | -0.9999999999999999 |
+ + + +

pi()
Description Returns the value of the number .
Usage pi()

I See examples

SELECT

E pi( ASresult_1 ,
E pi()/2 ASresult_2 ,
E sin(pi()/2) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 3.141592653589793 | 1.5707963267948966 | 1 |
+ + + +
pow()
Description Exposes the first argument to the degree given by the second argument.
Usage pow(num, num)
Aliases power()

See also Operator ~.

I See examples

SELECT
E pow2 5 ASresult 1,
E pow?25 -1) ASresult 2 ,
E pow25 0) ASresult 3 :
+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 32 |0.04 |1 |
+ + + +

radians()

Description Converts degrees to radians.
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Usage radians(num)

I See examples

SELECT

E radians (0) ASresult_1 ,
E radians (180 ASresult_2 ,
E radians (-180pi()) ASresult 3 ;

+ + + +
|result_ 1| result 2 |result_3 |
+ + + +
| O | 3.141592653589793 | -1 |
+ + + +
random()
Description Returns an arbitrary number (of type DOUBI).between 0and 1.
Usage random()

See alsosetseed() .

I See examples

SELECT
E randonf) ASresult ;

+ +

| result |

+ +

| 0.5656213557274057 |

+ +

' The random() function is convenient for selecting a random sample of a specified length
. from the table.

LetOs show by example how to select a random sample of size 10 from a table with 1 million rows:

CREATE TABLE demo.numbers (numbers BIGINT);

INSERT INTO demo.numbers (numbers)
E SELECT unnest(generate_series(1,1000000));

SELECT * FROM demo.numbers

ORDER BY random()
LIMIT 10;
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round_even()

Description Round the number from the first argument to the nearest even number with the
precision specified in the second argument.

Usage round_even(num, num)

Aliases roundbankers()
The second argument specifies the number of decimal places of precision and can be a negative number.
For more information on rounding to the nearest even number, see here .

I See examples

SELECT

E round_ever(4.5, 0) ASresult_1 ,
E round_ever(3.5 0) ASresult_2 ,
E round_ever(-4.5, 0) ASresult 3,
E round_ever(-3.5, 0) ASresult 4 ,
E round_ever(4.45 1) ASresult 5,
E round ever(4.35 1) ASresult 6 ,
E round_ever(35.35 -1) ASresult 7 ;

+ + + + + + + +
| result_1 |result 2 |result 3 |result 4 |result 5| result 6 |result 7 |
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| 4 | 4 | -4 | -4 |4.4 |44 |40 |
+ + + + + + + +
round()
Description Rounds the number from the first argument to the precision specified in the second
argument.
Usage round(num, num)

The second argument specifies the number of decimal places of precision and can be a negative number.

I See examples

SELECT

E round(4.5, 0) ASresult 1,
E round(4.45 1) ASresult 2 ,
E round(44.5, -1) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|5 |45 |40 |
+ + + +
setseed()
Description Fixes the initial value for the  random() function.
Usage setseed(num)

See alsorandom().

I See examples

SELECT
E setseed(0.5) ASseed
E randonf) ASrandom

+ -+ -+
| seed | random |
+ + +
| null ] 0.8511131886287325 |
+ + +
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sign()

Description

Usage

I See examples

Returns -1, 1 or 0 depending on the sign of the argument.

sign(num)

SELECT

E sign(10) ASresult_1 ,
E sign(-10) ASresult_2 ,
E sign(0) ASresult_3 ;
+ + + +

| result_1 |result_2 | result 3|

+ + + +
[ R
+ + + +

signbit()

Description

Usage

I See examples

Determines whether the sign bit of a real number is set.

signbit(num)

SELECT

E signbit (-1) ASresult_1 ,
E signbit (-'Infinity’ :: DOUBNEASTresult 2 ,
E signbit (0) ASresult_3 ,
E signbit (1) ASresult_4
E signbit ('Infinity’ :: DOUBDE ASresult 5 ;
+ + + + + +

| result_1 | result_2 | result_3 | result_4 | result_5 |

+ + + + + +
| true |true |false |false |false |
+ + + + + +
sin()
Description Calculates the sine of an angle given in radians.

Usage

I See examples

SELECT
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E sin(0) ASresult_1 ,
E sin(pi()/2) ASresult_2 ,
E sin((3*pi()) /2) ASresult_3 ;
+ + + +

| result_1 |result 2 | result 3|

+ + + +

|0 |1 -1 |

+ + + +

sqrt()

Description Calculates the square root.
Usage sqrt(num)
The number nummust be non-negative.

I See examples

SELECT

E sqrt(4) ASresult 1,
E sqrt (144 ASresult 2 ,
E sgrt(0) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
12|12 |0 |
+ + + +
subtract()
Description Subtracts the second argument from the first argument.
Usage subtract(num, num)

See also Operator -.

I See examples

SELECT

E subtract (1, 2) ASresult_1 ,
E subtract (1.1, 2.2) ASresult 2 ,
E subtract (-1, -2) ASresult_ 3 ;

+ + + +
| result_1 |result 2 | result 3|
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+ + + +
| -1 [-1.1 |1 |
+ + + +
tan()
Description Calculates the tangent of an angle given in radians.
Usage tan(num)

I See examples

SELECT

E tan(0) ASresult_1 ,
E tan(pi()/4) ASresult 2 ,
E tan(pi()) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| O | 0.9999999999999999 | -1.2246467991473532e-16 |
+ + + +
trunc()
Description Discards all characters after the decimal separator.
Usage trunc(num)

Not to be confused with rounding  round.

I See examples

SELECT

E trunc (1.99) ASresult 1,
E trunc(-119) ASresult 2 ,
E trunc (0.119 ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
1T [-11 |0 |
+ + + +
xor()
Description Computes a bitwise exclusive OR
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Usage xor(num, num)

I See examples

SELECT

E xor(2, 3) ASresult_1 ,
E xor(5 7) ASresult 2 ,
E xor(1, 2) ASresult 3 ;

m

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
1t 12 13 |
+ + + +
Operator +
Description Adds the right argument to the left argument.
Usage <num> + <num> [+ ...] or TIME + INTERVAL [+ ...] .

If used with types for for date and time , adds the interval to the time value. Returns a value of type TIME
See alsoadd() .

I See examples

SELECT

E 3+2 ASresult_1 ,
E 3+2+-1ASresult 2,
E 1.1+19 ASresult3:

+ + + +
| result_1 | result_2 | result_3 |

+ + + +

| 5 | 4 [3.0 |

+ + + +

SELECT

E TIME'12:11:10' + INTERVARB hours ASresult time_1 ,
E INTERVAL12:11:10' + TIME'1:1:1' ASresult_time_2 ;
+ + +

| result_time_1 | result_time_2 |

+ + +

| 15:11:10 | 13:12:11 |
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Operator -
Description Subtracts the right argument from the left argument.
Usage <num> - <num>[-...] or TIME - INTERVAL [-..]]

If used with types for for date and time , subtracts the interval from the time value. Returns a value of type
TIME

See also subtract()

I See examples

SELECT

E 3-2 ASresult_1 ,
E 3-2- +1 ASresult 2,
E 1.2- 0.2 ASresult 3:

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|1 | O [1.0 |
+ + + +
SELECT
E TIME'12:11:10' - INTERVAI3 HOUR\Sresult_time 1 ,
E TIME'12:11:10' - INTERVAI3 HOUR INTERVAIL HOURS result_time 2 ;
+ + +
| result_time_1 | result_time_2 |
+ + +
[ 09:11:10 | 08:11:10 |
+ + +
Operator *
Description Multiplies the arguments.
Usage <num> * <pum>[ * <num>, ...]

See also multiply()
Not to be confused with another asterisk .
I See examples
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SELECT

E 32 ASresult_1 ,
E 3*+2* 2 ASresult 2,
E 30 ASresult_3 ;
+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|6 [|-12 |0 |
+ + + +
Operator /
Description Divides the left argument by the right argument.
Usage <num>/ <num>[/ <num>, ...]
Returns the result as a number with variable precision (of type DOUBN)E
I See examples
SELECT
E 32 ASresult_1 ,
E 3/+2-2 ASresult_2 ,
E 31 ASresult_3 ;
+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|1.5 |-0.75 |3 |
+ + + +
Operator %
Description Returns the remainder of the left argument divided by the right argument.

Usage <num> % <num>[ % <num>, ...]

I See examples

SELECT

E 3 %2 ASresult_1 ,
E 15 %10 %3 ASresult_2 ,
E 5%24 ASresult_3 ;

m
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| result_1 | result_2 | result_3 |

+ + + +
|1 | 2 [0.2 |
+ + + +
Operator *
Description Elevates the left argument to the degree given by the right argument.
Usage <num> " <num>[ * <num>, ...]

See also pow().

I See examples

SELECT

E 2°3 ASresult 1,
E 2372 ASresult 2,
E 10 ASresult 3;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|18 64 |1 |
+ + + +
Operator <
Description Checks that the left argument is less than the right argument.
Usage <num> < <num>

Can be used not only with numeric types , but also with types for date and time

I See examples

SELECT

E O0<1 ASresult 1,

E 1<0 ASresult_2 , -- false expected

E 1 < NULLASresult 3,

E '2025-01-01' :: DATE< '2026-01-01' :: DATEASresult_4 ,
E '00:00' :: TIME< '15:00' :: TIME ASresult 5 ;
+ + + + + +

| result_1 | result_2 | result_3 | result_4 | result_5 |

+ + + + + +

| true |false |null |true |true |

+ + + + + +
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Operator >
Description Checks that the left argument is greater than the right argument.
Usage <num> > <num>

Can be used not only with numeric types , but also with types for date and time

I See examples

SELECT
E 1>0 ASresult 1,
E 0>1 ASresult_2 , --false expected
E 1> NULLASresult 3,
E '2026-01-01' :: DATE> '2025-01-01' :: DATEASresult_4 ,
E '15:00' :: TIME> '00:00' :: TIME ASresult 5 ;
+ + + + + +
| result_1 | result_2 | result_3 | result_4 | result_5 |
+ + + + + +
| true |false |null |true |true |
+ + + + + +
Operator <=
Description Checks that the left argument is less than or equal to the right argument.
Usage <num> <= <num>

Can be used not only with  numeric types , but also with types for date and time
| Use BETWEHdIcheck intervals.

I See examples

SELECT

E 1<=1 ASresult 1,

E 1<=0 ASresult 2, --false expected

E 1 <= NULLASresult 3,

E '2025-01-01' :: DATE<= '2026-01-01' :: DATEAS result_4 ,
E '00:00' :: TIME<='15:00"' :: TIME ASresult_5 ;
+ + + + + +

| result_1 |result_2 | result 3 |result 4 |result 5|

+ + + + + +

| true |false |null |true |true |

+ + + + + +

139



Operator >=

Description Checks that the left argument is greater than or equal to the right argument.

Usage <num> >= <num>

Can be used not only with numeric types , but also with types for date and time

| Use BETWEHRdIcheck intervals.

See examples

SELECT
E 1>=0 ASresult 1,
E 0>=1 ASresult 2 , -- false expected
E 1 >= NULLASresult 3,
E '2026-01-01' :: DATE>= '2025-01-01' :: DATEASresult 4 ,
E '15:00' :: TIME>='00:00' :: TIME ASresult 5 ;
+ + + + + +
| result_1 | result_2 | result_3 | result_4 | result 5 |
+ + + + + +
| true |false |null |true |true |
+ + + + + +
Operator =
Description Checks that the left argument is equal to the right argument.
Usage <num> = <num>

Aliases =

Can be used not only with  numeric types , but also with types for date and time

I See examples
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SELECT

E 1== ASresult_1 ,

E 1=1 ASresult 2,

E 1=0 ASresult 3, --false expected

E 1 = NULLASresult 4,

E '2026-01-01' :: DATE= '2026-01-01 00:00' :: DATE ASresult 5 ,
E '00:00' :: TIME= '00:00:00' : TIME ASresult_6 ,
E '00:00' :: TIME= '12:00' :: TIME ASresult 7 ; --false expected
+ + + + + + + +

| result_1 |result_2 | result_3 | result_4 |result_ 5| result_6 | result_7 |

+ + + + + + + +



| true |true |false |null |true [true |false |
+ + + + + + + +

Operator <>

Description Checks that the left argument is not equal to the right argument.
Usage <num> <> <num>
Aliases I=

Synonymous with the construct  NOT <num> = <num>

Can be used not only with  numeric types , but also with types for date and time

I See examples

SELECT

E 1<>0 ASresult_ 1,

E 1!1=0 ASresult 2,

E NOT1 = 0 ASresult_3 ,

E 1 <> NULLASresult 4,

E '2026-01-02' :: DATE<> '2026-02-01' :: DATEASresult 5 ,
E '00:00' :: TIME<>'00:00:01' :: TIME ASresult 6 ,
E '00:00' :: TIME<>'12:00' :: TIME ASresult_7 ;
+ + + + + + + +
| result_1 | result_2 | result_3 | result_4 | result_5 | result_6 | result_7 |
+ + + + + + + +
| true | true |true |[null |true |true |true |

+ + + + + + + +

Operator BETWEEN

Description Checks that the first argument lies in the interval between the second and third
arguments inclusive.

Usage <num> BETWEEN <num> AND <num>
Synonymous with the construct ~ <num> <= <num> AND <num> <= <pum>
Can be used not only with  numeric types , but also with date and time types .

I See examples

SELECT

E 2 BETWEENAND3  ASresult_1 ,

E 1 BETWEENAND1  ASresult_2 ,

E NULLBETWEENAND1 ASresult_3 ,

E '2026-01-02' :: DATEBETWEERD26-01-01' :: DATEAND2026-01-03' :: DATEASresult_4 ,
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E '00:00:01' :: TIMEBETWEEGD:00' :: TIMEANDO00:00:02' :: TIME ASresult 5 ;

+ + + + + +

| result_1 | result_2 | result_3 | result_4 | result_5 |
+ + + + + +

| true |true | null |true |true |

+ + + + + +

Text functions

Text functions are functions for working with text strings (data of type VARCHAR

array_extract()

Description Extracts a character from the specified string or an item from the specified list.
Usage array_extract(list, index)

Extracts a character from the specified string or an element from the specified list at the specified index.
Negative values are allowed for index.

| The numbering of elements starts with 1.

I See example

SELECT
E array_extract (‘Tengri’ , 1) ASresult 1,

E array_extract (‘Tengri' , 3) ASresult 2 ,
E array_extract (‘Tengri' , -1) ASresult 3 ;
+ + + +

| result_1 | result_2 | result_3 |

+ + + +

T In i ]

+ + + +

SELECT

E array extract ([1,2,3,4], 1) ASresult 1,
E array extract ([ 1,2,3,4], 3) ASresult 2,
E array extract ([ 1,2,3,4], -1) ASresult 3 ;
+ + + +

| result_1 | result_2 | result_3 |

+ + + +

113 14 |

142



array_slice()

Description Extracts a substring from the specified string or a list from the specified list.
Usage array_slice(list, begin, end)
Aliases list_slice()

Extracts a substring from the specified string or a list from the specified list at the given start and end
coordinates. Negative values are allowed for the coordinates.

! Numbering of elements starts with 1.

I See example
SELECT
E array_slice (‘Tengri' , 3, 4 ASresult 1,
E array slice (‘Tengri' , 0, 1) ASresult 2 ,
E array slice (‘'Tengri' , 0, -2) ASresult 3 ;

+ + + +
| result_1 | result_2 | result_3 |

+ + + +

Ing [T  |Tengr |

+ + + +

SELECT

E array slice ([1,2,3,4], 3, 4 ASresult 1,
E array slice ([1,2,3,4], 0, 1) ASresult 2,
E array slice ([1,2,3,4], 0, -2) ASresult 3 ;

+ + -+ +
| result_1 | result_2 | result_3 |
+ + + +
1{3.4} [{1} [{1,2,3} |

+ + + +

bar()

Description Draws a bar at the height of the string.
Usage bar(x, min, max[, width])
Draws a black bar at the height of the string. The width of the bar is proportional to X - min and equal to

width when x = max.
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The default is width = 80 .

! It is convenient to use for simulation of scale display in text form.
I See example

SELECT

E t.generate_series ASvalue,

E Dbar(t.generate_series, 0, 5 10) ASprogress_bar
FRONjenerate_series (0, 5) ASt;

+ + +
| value | progress_bar |
+ + +
10| I

+ + +

|1 |88 I

+ + +

|2 | 8888 |

+ + +

|3 | 888888 |

+ + +

|4 |88888888 |

+ + +

|5 | 8888888888 |
+ + +

bin()

Description Converts each character of a string to its binary representation.
Usage bin(string)
Aliases to_binary()

! Inverse function:  unbin()

I See example

SELECT

E bin('T") ASresult_1 ,
E bin('t ) ASresult_2 ,
E bin('' ) ASresult 3 ;

+ + + +
| result_1 |result 2 | result 3|
+ + + +

| 01010100 | 01110100 | 00100000 |
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bit_length()
Description Returns the number of bits the string occupies in memory.
Usage bit_length(string)

I See example

SELECT

bit_length ('T" ) ASresult_latin
bit_length ('9" ) ASresult_cyr ,

bit_length (' ) ASresult_emoji ;

T [T [T

+ + + +
| result_latin | result_cyr | result_emoji |
+ + + +

| 8 | 16 | 32 |

+ + + +

chr()

Description Returns the character corresponding to the value of the code ASCII or code Unicode,
given in argument

Usage chr(argument)

I See example

SELECT
E chr(84) || chr(78) || chr(71) || chr(82 | chr(105 ASchr;

concat()

Description Concatenates multiple strings, arrays or binary values.
Usage concat(argumentl1, argument2, {E)

Empty values ( NUL)are ignored.

See also Operator || .
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I See example

SELECT
E concat(' \x AA": BLOB ' \x ff' :: BLORB as result_blob |,
E concat('l' , '' , 'love' , "' , 'Tengri' ) as result_string
E concat(('T", e ] [n, g, ' , ' ] asresult aray ;
+ + + +
| result_blob | result_string | result_array |
+ + + +
| \XAA\XFF | I'love Tengri | {T,e,n,g,r,i} |
+ + + +
concat_ws()
Description Concatenates strings over a separator.
Usage concat_ws(separator, stringl, string2, ...)

Concatenates multiple strings over the given separator.

If a NULLvalue is passed as a string, it is ignored. If a single string is passed, the same string is returned
without adding a delimiter.

I See example

SELECT
E concat wg'' , 'I' , 'love’ , 'Tengri' ) ASresult 1 ,
E concat wg'' , 'I' , NULL 'love' , 'Tengri' ) ASresult_2 ,
E concat wg"" , 'Tengri' ) ASresult_3 ;
+ + + +
|result_1  |[result_ 2 |result 3|
+ + + +
| I'love Tengri | | love Tengri | Tengri |
+ + + +
contains()
Description Returns true if the specified string string contains the searched substring
search_string .
Usage contains(string, search_string)
I See example
SELECT
E contains ('l love Tengri' , 'Tengri' ) AScheck name
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E contains ('l love Tengri' , 'TNGRI') AScheck_nickname

+ + +
| check_name | check_nickname |
+ + +
| true | false |
+ + +
ends_with()
Description Returns true if the string ends with the searched string.
Usage ends_with(string, search_string)
Aliases suffix()
I See example
SELECT
E ends_with('l love Tengri' , 'I' ) ASresult_1 ,
E ends_with('l love Tengri' , 'Tengri’ ) ASresult 2 ;
+ + +
| result_1 | result_2 |
+ + +
| false |true |
+ + +
format()
Description Formats a string using the fmt syntax.
Usage format(string, ...)

Formats a string using the fmt syntax.

I See example

SELECT

E format('l love {}' , 'Tengri' ) ASresult_1 ,
E format('{0} love {1}' , 'I' ,"Tengri* ) ASresult_2 ,
E format('Todayis{} , today()) ASresult_3 ;
+ + + +

[result_ 1  |result 2 |result 3 |

+ + + +

| I'love Tengri | | love Tengri | Today is 2026-05-06 |

147


https://fmt.dev/latest/syntax/

formatReadableDecimalSize()

Description Forms a text representation from a number of bytes in 1000 increments.
Usage formatReadableDecimalSize(hum)

Forms a human-readable text representation from a number of bytes in suitable units (kB, MB, GB, etc.) in
1000 increments.

I See example
SELECT
E formatReadableDecimalSize( 1000 ASresult 1 ,
E formatReadableDecimalSiz¢ 1000000 ASresult_2 ,
E formatReadableDecimalSize(1111111111101 ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
|1.0kB |1.0MB |111.1GB|
+ + + +

formatReadableSize()

Description Forms a text representation from a number of bytes in 1024 increments.
Usage formatReadableSize(num)
Aliases format_bytes() , pg_size_pretty()

Forms a human-readable text representation from a number of bytes in suitable units (KiB, MiB, GiB, etc.)
in 1024 increments.

I See example

SELECT

E formatReadableSize(1000 ASresult_1 ,
E formatReadableSize( 1000000 ASresult_2 ,
E formatReadableSize(1111111111111 ASresult 3 ;

+ + + +
| result_1 |result 2 |result 3 |

+ + + +

| 1000 bytes | 976.5 KiB | 103.4 GiB |
+ + + +
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from_base64()

Description Converts a Base64 encoded string into a character string (  BLOB
Usage from_base64(string)
| Inverse function: to_base64()

I See example

SELECT

E from_base64'QQ==) ASresult_1 ,
E from_base64'Qg==' ASresult_2 ,
E from_base64'VGVuz3Jp) ASresult 3 ;

+ + + +
| result_1 |result 2 |result 3 |
+ + + +
| b’A" | b'B' | bTengri'|
+ + + +
greatest()
Description Returns the largest of the specified arguments.
Usage greatest(argument|[, argument, ...])

¥ When used with numbers, returns the largest number.

¥ When used with strings!N!returns the last of the strings in alphabetical order. In this case, upper case
precedes lower case.

¥ When used with types of date and time !Nlreturns the most recent object.

I See examples

SELECT

E greatest (1, 2, 3, 4, 4) ASresult_1,
E greatest (1, -1) ASresult_2 ,
E greatest (0) ASresult_3 ;
+ + + +

| result_1 |result 2 | result 3|

- + - +

| 4 |1 |0 |

+ + + +

SELECT
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+ + +
hex()
Description Converts a string to hexadecimal representation.
Usage hex(string)
Aliases to_hex()
! Inverse function: unhex()
I See example
SELECT
E hex('A') ASresult_1 ,
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ASresult_2 ,
ASresult_3 ;

E greatest ('a , 'z, 'A", 'Z') ASresult 1,

E greatest (‘'Tengri' , 'TNGRi') ASresult_2 :

+ + +

| result_1 | result_2 |

+ + +

| z | Tengri |

+ + +

SELECT

E greatest (DATE2024-02-29' , TIMESTAMP024-02-29 00:00:01' ) ASresult_1 ,
E greatest (DATE2024-02-29' , DATE2029-02-24' )
E greatest (DATE2024-02-29' , now))

+ + +

| result_1 | result_2 |result_3

+ + +

| 2024-02-29T00:00:01 | 2029-02-24 | 2026-05-06T13:05:46.173330+03:00 |

E hex('B') ASresult 2 ,
E hex('C') ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| 41 | 42 | 43 |

+ + + +




ilike_escape()
Description Checks if a string matches a case-insensitive pattern.

Usage ilike_escape(string, pattern, escape_character)

Checks if a string matches a case-insensitive pattern, with the option to specify an escape character. The
escape character is ignored during matching and cancels the following special character in the pattern.

| Reverse function: not_ilike_escape()

I See example

SELECT
E ilike_escape ('ten%gri' , 'TEN$%GRI''$' ) ASresult 1 ,
E ilike_escape (‘tengri’ , 'TEN$%GR|''$' ) ASresult 2 ;

+ + +
| result_1 | result 2 |
+ + +
| true | false |
+ + +
instr()
Description Returns the position of the searched string in the string.
Usage instr(string, search_string)
Aliases strpos()

Returns the position of the first occurrence of the searched string in the string, starting with
no occurrences are found.

I See example

SELECT

E instr (‘'TENGRI, 'E') ASresult_1 ,
E instr (‘'TENGRI TENGRI''E') ASresult_2 ,
E instr (‘'TENGRI, 'A") ASresult_3 ;
+ + + +

| result_1 | result 2 | result 3|

+ + + +

| 2 | 2 |0 I

+ + + +

1. Returns O if
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least()

Description Returns the smallest of the specified arguments.

Usage least(argument[, argument, ...])

¥ When used with numbers, returns the smallest number.

¥ When used with strings!N!returns the first of the strings in alphabetical order. In this case, upper case
precedes lower case.

¥ When used with types date and time INlreturns the earliest object.

I See examples

SELECT

E least (1, 1, 2, 3, 4) ASresult_1 ,

E least (1, -1) ASresult_2 ,

E least (0) ASresult_3 ;

+ + + +

| result_1 | result_2 | result_3 |

+ + + +

|1 -1 |0 |

+ + + +

SELECT

E least (DATE2024-02-29' , TIMESTAMP024-02-29 00:00:01' ) ASresult_1 ,
E least (DATE2024-02-29' , DATE2029-02-24' ) ASresult_2
E least (DATE2024-02-29' , now)) ASresult_3 ;
+ + + +

| result_1 | result_2 |result_3 |

+ + + +

| 2024-02-29T00:00:00 | 2024-02-29 | 2024-02-29T00:00:00+03:00 |

+ + + +

SELECT

E least('a, 'z, 'A", 'Z') ASresult 1,
E least ('Tengri' , 'TNGRi') ASresult 2 ;

+ + +
| result_1 | result_2 |
+ + +
| A | TNGRi |
+ + +
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left()

Description Extracts a substring of the given length from the string, starting from the left edge.
Usage left(string, length)
I See example
SELECT
E left ('llove Tengri' , 6) ASresult_1,
E left ('llove Tengri , 100 ASresult 2 :
+ + +
| result_1 | result_ 2 |
+ + +
| I'love |Ilove Tengri |
+ + +

left_grapheme()

Description Extracts a substring of the given length from a string, starting from the left edge and
counting by grapheme clusters.

Usage left_grapheme(string, length)

Extracts a substring of the given length from a string, starting from the left edge and counting by grapheme
clusters!Nlvisible single characters.

I See example

SELECT
E left ('9+<=>%', 2),
E left_grapheme('9+,<=>$', 2);

+ + +

| left | left_grapheme |
+ + +

| 9+ | 9+; I

+ + +

length()

Description Returns the number of characters in a string.
Usage length(string)
Aliases char_length() , character_length() , len()

I See example
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SELECT
E length ('l love Tengri?* ) ASlength;

S +
| length |
Fommmmee +
|15 |

e +

length_grapheme()

Description Returns the number of grapheme clusters in the string.
Usage length_grapheme(string)
Returns the number of grapheme clusters in the string!N!the number of visible single characters.

I See example

SELECT
E length ('9+,<=>$'),
E length_graphemd'9+;<=>$'):

+ + +
| length | length_grapheme |
+ - +

|7 |6 |

+ + +

like _escape()
Description Checks if a string matches a case-sensitive pattern.
Usage like_escape(string, pattern, escape_character)

Checks if a string matches a case-sensitive pattern, with the option to specify an escape character. The
escape character is ignored during matching and overrides the following wildcard in the pattern.

! Inverse function: not_like_escape()
I See example
SELECT

E like_escape ('TEN%GR)' 'TEN$%GR/''$' ) ASresult_1 ,
E like_escape ('TENGRI, 'TEN$%GRJ' '$' ) ASresult_2 ;
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| result_1 | result_2 |

+ + +
| true | false |
+ + +
lower()
Description Converts a string to lower case.
Usage lower(string)
Aliases Icase()
I See example
SELECT

E lower('TNGRIi') AS lower;

Ipad()

Description Adds characters up to the given length to the string on the left.
Usage Ipad(string, count, character)

Adds characters to the string on the left so that the total number of characters is equal to
contains more characters than  count, it is truncated on the right.

I See example

SELECT
Ipad('Tengri* , 10, '." ) ASresult 1 ,

mp

E lpad('Tengri' , 7, " ) ASresult 2,
E lpad('Tengri' , 3, " ) ASresult 3 ;
+ + + +

| result_1 |result_2 |result_3 |

o o o i

| ....Tengri | .Tengri | Ten |

+ + + +

count. If the string

155



ltrim()

Description Removes all occurrences of any of the specified characters at the beginning of a string.
Usage Itrim(string[, characters])
If no characters to be deleted are specified, the default character is a space.

I See examples

SELECT

E "™ || Itrim ("Tengri® ) || ™ ASltrim ;

SELECT
E Irim CH(Tengridy ., Y)Y ) ASltrim_brackets ;

md5()

Description Returns a hash MD5 of data from argumentas a string ( VARCHRR
Usage md5(argument)
The argumentcan be binary data or a string.

I See examples

SELECT
E md% \x AAX FF':: BLOB as md5_hash

+ +
| md5_hash |
+ +
| 1fab7f7621f5ddc051ebd1f2c63c4665 |
+ +
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SELECT
E mdf%'Tengri' ) as md5_hash

+ +
| md5_hash |
+ +
| 846b02d31131al0bd6acObal89c65bef |
+ +

md5_number_lower()

Description Returns the low-order (rightmost) 64-bit MD5 hash segment of a string as a number.
Usage md5_number_lower(string)

I See example

SELECT
E md5_number_lowéiTengri' );

md5_number_upper()

Description Returns the upper (left) 64-bit MD5 hash segment of a string as a number.
Usage md5_number_upper(string)

I See example

SELECT
E  md5_number_uppgfengri' );

nfc_normalize()

Description Converts a string to a normalised Unicode NFC string.
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Usage nfc_normalise(string)

Useful for cases where raw text data contains both Unicode NFC normalised strings and non-normalized
strings.

I See example
SELECT
E 'Mu || chr(776 || 'nchen' ASresult_1 ,
E nfc_normalize ('Mu' || chr(776) || 'nchen') ASresult_2 ,
E length ('"Mu' || chr(776) || 'nchen') ASresult_3 ,
E length (nfc_normalize ('"Mu' || chr(776) || 'nchen')) ASresult 4 ;

+ + + + +
| result_1 |result 2 |result 3 |result 4|
+ + + + +

| Mu@nchen | Miinchen | 8 | 7 |
+ + + + +

not_ilike _escape()
Description Checks if a string does not match a pattern without regard to character case.
Usage not_ilike_escape(string, pattern, escape_character)

Checks that the string does not match a case-insensitive pattern, with the option to specify an escape
character. The escape character is ignored during matching and cancels the following escape character in
the pattern.

! Reverse function: ilike_escape()
I See example
SELECT

E not_ilike_escape ('ten%gri'’ , 'TEN$%GR]' '$' ) ASresult_1 ,
E not_ilike_escape (‘tengri’ , 'TEN$%GR/''$' ) ASresult_2 ;

+ + +
| result_1 | result_2 |
+ + +

| false |true |

+ + +

not_like escape()
Description Checks if a string does not match a case-sensitive pattern.

Usage not_like_escape(string, pattern, escape_character)
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Checks that a string does not match a case-sensitive pattern, with the option to specify an escape character.

The escape character is ignored during matching and overrides the following wildcard in the pattern.

| Inverse function: like_escape()

See example

SELECT
E not_like_escape ('TEN%GR)' 'TEN$%GR]' '$' ) ASresult_1 ,
E not_like_escape (‘'TENGRI, 'TEN$%GRJ''$' ) ASresult_2 ;

+ + -+
| result_1 | result_2 |
+ + +

| false |true |

+ + +

parse_dirname()

Description Returns the root directory name from the specified path.

Usage parse_dirname(string[, separator])

Separator ( separator ) options:

¥ systemN!system
¥ both_slash INlany slash (default)
¥ forward_slash !N!forward slash

¥ backslash!N!backslash

See example

SELECT

E parse_dirname 'path/to/file.csv' ) ASresult_1 ,
E parse_dirnamg'path/to/file.csv' , 'forward_slash' ) ASresult 2 ,
E parse_dirname('path \t o\f ile.csv' ) ASresult_3 ,
E parse_dirnam¢( 'path/to/folder’ ) ASresult 4 ;
+ + + + +

| result_1 | result_2 | result_3 | result_4 |

+ + + + +

| path | path | path |path |

+ + + + +

parse_dirpath()

Description Returns the full path to the last separator.
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Usage parse_dirpath(string[, separator])
Separator ( separator ) options:

¥ systemNIsystem
¥ both_slash INlany slash (default)
¥ forward_slash !N!forward slash

¥ backslash!N!backslash

I See example
SELECT
E parse_dirpath ('path/to/file.csv' ) ASresult_1
E parse_dirpath ('path/to/file.csv' , 'forward_slash' ) ASresult 2
E parse_dirpath ('path \t o\f ile.csv' ) ASresult_3
E parse_dirpath ('path/to/folder’ ) ASresult 4 ;
+ + + + +
| result_1 | result_2 | result_3 | result_4 |
+ + + + +
| path/to | path/to | path\to | path/to |
+ + + + +

parse_filename()

Description Returns the name of the file at the specified path.

Usage parse_filename(string[, trim_extension][, separator])
Returns the name of the file at the specified path!N!the last element of the path.
If trim_extension is true , the file extension is removed (default!N!  false ).
Separator options:

¥ systemN!system
¥ both_slash INlany slash (default)
¥ forward_slash !N!forward slash

¥ backslash!N!backslash

I See example
SELECT
E parse_filename ('path/toffile.csv' ) ASresult 1
E parse_filename ('path/toffile.csv' , true, ‘'forward_slash' ) ASresult 2
E parse_filename ('path \t o\f ile.csv' ) ASresult_3
E parse_filename ('path/to/folder' ) ASresult 4 ;
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+ + + + +
| result_1 |result 2 |result 3 |result 4|

+ + + + +
| file.csv | file | file.csv | folder |
+ + + + +

parse_path()

Description Returns a list of elements of the specified path.
Usage parse_path(string[, separator])
Returns a list of elements (directories and filename) in the specified path.
Separator options:

¥ systemN!system
¥ both_slash !Nlany slash (default)
¥ forward_slash !N!forward slash

¥ backslash!N!backslash

I See example
SELECT
E parse_path('path/toffile.csv' ) ASresult_1
E parse_path('path/toffile.csv' , 'forward_slash' ) ASresult 2
E parse_path('path \t o\f ile.csv' ) ASresult_3
E parse_path('path/toffolder ) ASresult 4 ;
+ + + + +
| result_1 | result_2 | result_3 | result_4 |
+ + + + +
| {path,to,file.csv} | {path,to,file.csv} | {path,to.file.csv} | {path,to,folder} |
+ + + + +

prefix()

Description Checks if the string being searched is a prefix of another string.
Usage prefix(string, search_string)
I See example
SELECT
E prefix (‘'Tengri' , 'Te') ASresult_1 ,
E prefix (‘Tengri' , 'TE') ASresult_2 ,
E prefix ('Tengri' , 'Tengri' ) ASresult_3 ;
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+ + + +
| result_1 |result 2 | result 3|

+ + + +
| true |false |true |
+ + + +

printf()

Description Formats a string using the printf syntax.
Usage printf(string, ...)

Formats a string using the syntax  printf .

I See example
SELECT
E printf ('l love %s' , 'Tengri' ) ASresult 1 ,
E printf ('Tengriis number %d' , 1) ASresult 2 ,
E printf (‘'Todayis %s' , today()) ASresult_3 ;

+ + + +
|result_1 |result_2 | result_3 |
+ + + +
| I'love Tengri | Tengri is number 1 | Today is 2026-06-03 |
+ + + +
position()
Description Returns the position of the searched string in the string.
Usage position('search_string' IN 'string’)
Returns the position of the first occurrence of the searched string in the string, starting at 1. Returns 0if no

occurrences are found.

I See example

SELECT
E position (‘Tengri' IN 'l love Tengri' ) ASresult_1 ,
E position ('like' IN 'llove Tengri' ) ASresult_2 ;

+ + +
| result_1 | result_2 |
+ + +
18 10 |

+ + +

162


https://cplusplus.com/reference/cstdio/printf

read_text()

Description Returns the content from the source as a table of read text.
Usage read_text(path)
Returns the content from the source (file, list of files) as a table with the read text ( content column) and

technical information.

I See examples

SELECT FROMead_text ('s3://prostore/Stage/abogdanov/flb3a43eclla_test.txt' );

+ + +
+ +

| filename | content | size |
last_modified

+ + +
+ +

| s3://prostore/Stage/abogdanov/flb3a43eclla_test.txt | | love Tengri| 14 | 2026-06-
05T13:18:03+03:00 |

+ + +

+ +

SELECT FROMNead_text ([ 's3://prostore/Stage/abogdanov/flb3a43eclla_test.txt' ,
's3://prostore/Stage/abogdanov/b51ed4ce91d0_test2.txt' D;

+ + +
+ +

| filename | content | size |
last_modified

+ + +
+ +

| s3://prostore/Stage/abogdanov/flb3a43eclla test.txt | | love Tengri| 14 | 2026-06-
05T13:18:03+03:00 |

+ + +

+ +

| s3://prostore/Stage/abogdanov/b51ed4ce91d0_test2.txt | | like Tengri | 14 | 2026-06-
05T13:20:47+03:00 |

+ + +
+ +
repeat()
Description Forms a string from the given string repeated the given number of times.
Usage repeat(string, num)
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I See example

SELECT
E repeat('Tengri' , 3);

+ +
| repeat |
+ +
| Tengri Tengri Tengri |
+ +
replace()
Description Replaces all substrings with the specified string.
Usage replace(string, source, target)

Replaces all source substrings in a string string with target .

I See example

SELECT
E replace ('Tengri' , 'engr , 'NGR) ASresult_1 ,
E replace ('my name is Tengri' , 'n', 'N') ASresult 2 ;
+ + +
| result_1 | result_2 |
+ + +
| TNGRi | my Name is TeNgri |
+ + +
reverse()
Description Reverses the order of characters in a string.
Usage reverse(string)

I See example

SELECT
E reverse('Tengri' );
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right()

Description Extracts a substring of the given length from a string, starting at the right edge.
Usage right(string, length)
I See example
SELECT
E right ('llove Tengri , 6) ASresult_1 ,
E right ('llove Tengri' , 1000 ASresult 2 ;
+ + +
| result_1 | result_ 2 |
+ + +
| Tengri |1 love Tengri |
+ + +

right_grapheme()

Description Extracts a substring of the given length from a string, starting at the right edge and
counting by grapheme clusters.

Usage right_grapheme(string, length)

Extracts a substring of the given length from a string, starting at the right edge and counting by grapheme
clusters!Nlvisible single characters.

I See example

SELECT
E right ('9+;<=>%', 5),
E right_grapheme('9+;<=>$', 5);

+ + +

| right | right_grapheme |
+ + +

| ;<=>% | +;<=>% |
+ + +

rpad()

Description Adds characters up to the given length to the string on the right.
Usage rpad(string, count, character)
Adds characters to the string on the right side so that the total number of characters is equal to count. If the

string contains more characters than  count, it is truncated to the right.
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I See example

SELECT

E rpad('Tengri' , 10, '' ) ASresult_1 ,
E rpad('Tengri' , 7, " ) ASresult 2,
E rpad('Tengri' , 3, " ) ASresult 3 ;

+ + + +
| result_1 |result_2 |result_3 |
+ + + +
| Tengri.... | Tengri. | Ten |
+ + + +
rtrim()
Description Removes all occurrences of any of the specified characters at the end of a string.
Usage rtrim(string[, characters])

If no characters to be deleted are specified, the default character is a space.

I See examples

SELECT

E ™ || rtrim ("Tengri' ) || ™ ASltrim ;
fhoscosooooss +

| Itrim |

fhocomm oo +

| " Tengri” |

| SRS +

SELECT

E rtrim (‘{{([Tengri])}}' , {(DY ) ASrtrim_brackets ;
froconmoonosmoses +

| rtrim_brackets |

froscssoosossoooes +

| {((Tengri |

dfhoscssooosssoooss +

shal()

Description Returns a hash SHA-1 of the data from argumentas a string (VARCHRAR
Usage shal(argument)
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The argumentcan be binary data or a string.

I See examples

SELECT
E shal(’' \x AAXFF':: BLOB as shal_hash

+ +

| shal_hash |

+ +

| e89b0db325637edfacde04a76005c492e2c5aeca |
+ +

SELECT

E shal('Tengri' ) as shal_hash

+ +
| shal_hash |
+ +
| b514525a19995a2442d7565bfd9bb42d9dc71al13 |
+ +
sha256()
Description Returns a hash SHA-256 of the data from argumentas a string ( VARCHRAR
Usage sha256(argument)

The argumentcan be binary data or a string.

I See example

SELECT
E sha25q"' \x AAX FF':: BLOB as sha256_hash

+ +

| sha256_hash |

+ +

| 768318522cac43261e8ef4946c2296a3643d523a8d5bda8ff'5h82aa64470421a |
+ +

SELECT

E sha25q'Tengri’ ) as sha256_hash
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| sha256_hash |

+ +
| Baaacef66663bl4ee7c5a03dbaec7b40f0f3bfl7bd12d2ed4f9aaad0e10a0d77 |
+ +

split()

Description Splits a string into two parts by the given separator.
Usage split(string, separator)
Aliases str_split() , string_split() , string_to_array()
I See example

SELECT

E split ('llove Tengri' , '' ) ASwords

R —— +

| words |

Ahoocooocoosooocsss +

| {I,love, Tengri} |

Aboocmmocenscmscmss +

split_part()

Description splits a string into two parts at the given separator and returns the part at the given
index.
Usage split_part(string, separator, index)

Splits a string into two parts by the given separator and returns the part at the given index.

The numbering of the parts starts with 1. In case of specifying a non-existing index, an empty string is
returned.

I See example

SELECT

E split_part ('llove Tengri' , '' , 3) ASresult 1,
E split_ part ('llove Tengrit , '' , 10) ASresult 2 ,
E split_part ('llove Tengri' , '|' , 1) ASresult 3 ;
+ + + +

[result_1|result 2 |result 3|

+ + + +

| Tengri | I love Tengri | |

+ + + +
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starts_with()

Description Returns true if the string starts with the searched string.
Usage starts_with(string, search_string)
I See example
SELECT
E starts_with ('llove Tengri' , 'I' ) ASresult_1 ,
E starts_with ('l love Tengri' , 'Tengri' ) ASresult 2 ;
+ + +
| result_1 | result_2 |
+ + +
| true | false |
+ + +

strip_accents()

Description Removes diacritical marks from characters in a string.

Usage strip_accents(string)

I See example

SELECT

E  strip_accents ('9+;<=>$') ASresult_ 1 ,
strip_accents ('A%B™) ASresult_2 ,
strip_accents ('Munchen’) ASresult_3 ;

m M m

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 9+<=>$ | C%B" | Munchen |
+ + + +
strlen()
Description Returns the number of bytes in the string.
Usage strlen(string)
I See example
SELECT

E strlen ('Tengri?' ) ASstrlen ;
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| strlen |

e +

|11 |

R — +

substring()

Description Extracts a substring from a string.
Usage substring(string, start[, length])
Aliases substr()

Extracts a substring from the specified string string , starting at the start character and ending at the end of
the string. If the optional length argument is given, a substring of length characters is extracted. Note that

the numbering of characters in the source string starts with 1
I See example
SELECT
E substring ('l love Tengri* , 1) ASresult_1
E substring ('l love Tengri' , 3) ASresult_2 ,
E substring ('l love Tengri' , 3, 4) ASresult 3 ;
+ + + +
[result_ 1  |result_ 2 |result 3|
+ + + +
| I love Tengri | love Tengri | love |
+ + + +

substring_grapheme()
Description Extracts a substring from a string by grapheme clusters.
Usage substring_grapheme(string, start[, length])

Extracts a substring from the specified string string , starting at the start character and ending at the end of
the string by grapheme clusters!Nlvisible single characters. If the optional length argument is given, a
substring of length characters is extracted. Note that the numbering of characters in the source string starts

with 1.

I See example
SELECT
E substring ('9+;<=>$', 3) ASresult_1 ,
E substring_grapheme('9+;<=>$', 3) ASresult_2 ,
E substring_grapheme('9+;<=>$', 3, 2) ASresult 3 ;
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+

+ + +

| result_1 |result 2 | result 3|

+

+ + +

| <=>% |<=>% |<= |

+ + + +
to_base()
Description
Usage to_base(number, radix[, min_length])

If the min_length parameter is given, the string is appended with zeros on the left up to the given length.

I See example
SELECT
E to_base(12345 36) ASresult_1 ,
E to_base(9999999 36) ASresult_2 ,
E to_base(9999999 36, 8) ASresult 3 :

+

+ + +

| result_1 | result_2 | result_3 |

+

+ + +

|9IX |5YCIR |0O005YCIR |

+

+ + +

to_base64()

Description Encodes binary data into a Base64 text string.
Usage to_base64(argument)
Aliases base64()

Inverse function: from_base64()

I See example

SELECT

E to_base64'A' :: BLOB ASresult_1 ,
E to_base64'B' :: BLOB ASresult_2 ,
E to_base64'C' :: BLOB ASresult_3 ;

+

+ + +

| result_1 |result 2 | result 3|

+

+ + +

|QQ==|Qg== [Qw== |

Translates an integer into the given number system and returns as a string.
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translate()

Description

character sets.
Usage translate(string, source, target))

The character set to be replaced is specified in the
specified in the

target parameter in the same order. If the number of characters in
extra characters (on the right) are ignored. If the number of characters in

Performs character-by-character replacement in a string according to the given

source parameter. The set of characters to replace is
target is larger, the
source is greater, the extra

characters (on the right) are replaced by an empty string!N!deleted.

I See example
SELECT
E translate (‘'Tengri' , 'gn', 'GN')
E translate ('QWERTY''QWERTY' 'DEFGCH'
E translate ('+7 (999) 123-45-67' , '()-'

+ + + +
| result_1|result 2 |result 3 |
+ + + +
| TeNGri | DEFGCH | +79991234567 |
+ + + +
trim()
Description

Usage trim(string[, characters])

ASresult_1
ASresult 2 ,

") ASresult_3 ;

Removes all occurrences of any of the specified characters on both sides of the string.

If no characters to be deleted are specified, the default character is a space.

I See examples

SELECT
E ol

trim (' Tengri'

) AStrim ;

SELECT
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E trim ([Tengri] , {()} ) AStrim_brackets ;

froccnsoooosnooos +

| trim_brackets |
fhoscomoososoooee +

| Tengri |
froscosooooscosee +

unbin()

Description Converts a value from a binary representation to a binary object ( BLOB
Usage unbin(argument)

Aliases from_binary()
! Inverse function: bin()

I See example

SELECT

unbin('01000001') ASresult_1 ,
unbin('01000010') ASresult 2 ,
unbin('01000011') ASresult_3 ;

mp

E
E

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| b'A" | b'B'" |b'C |

+ + + +

unhex()
Description Converts a value from a hexadecimal representation to a binary object ( BLOB
Usage unhex(argument)

Aliases from_hex()

| Inverse function: hex()

I See example

SELECT

unhex'41' ) ASresult 1 ,
unhex'42' ) ASresult 2 ,
unhex'43' ) ASresult_3 ;

[T [T T
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+ + + +
| result_1 |result 2 | result 3|

+ + + +
| b’A" | b'B" | b'C |
+ + + +
unicode()
Description Returns the code Unicode of the first character of a string as an integer.
Usage unicode(string)
Aliases ascii() ,ord()
I See example
SELECT
E unicode('Tengri' ) ASresult_1 ,
E unicode('9+<=>$') ASresult_2 ,
E unicode('' ) ASresult_3 ;
+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 84 | 1058 |32 |
+ + + +

upper()

Description Converts a string to uppercase.
Usage upper(string)
Aliases ucase()
I See example
SELECT

E upper('Tengri' ) ASupper;
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url_decode()

Description Decodes a URL from the Percent-Encoding.
Usage url_decode(string)

Decodes a URL from the Percent-Encoding .

I See example
SELECT
E url_decode('%D0%A2%D0%B5%D0%BD%D0%B3% D)l S8R M/BS'
E url_decode('Tengri' ) ASresult_2 ,

E url_decode

('https://tengri.postgrespro.ru/documentation/ru/stable/ideology# %D0%BE%D0%B1%D1%89%D0%B0%
D1%8F_%D1%81%D1%85%D0%B5%D0%BC%D0%B0_%D0%B8%D1%81%D0%BF%D0%BE%D0%BB%D]
%D0%B0%D0%BD%D0%B8%D1%BFASremtilt 3 ;

result_1 | result_2 | result_3

+

+ + — —

| 9+<=>$ | Tengri |
https://tengri.postgrespro.ru/documentation/ru/stable/ideology# .13"& ,K+#"_$,L.%MN.-"<$& t
engri |

url_encode()

Description Encodes the URL into a Percent-Encoding.
Usage url_encode(string)

Encodes the URL into a Percent-Encoding .

I See example
SELECT
E url_encode('9+<=>$') ASresult_1 ,
E url_encode('Tengri' ) ASresult 2 ,
E url_encode

('https://tengri.postgrespro.ru/documentation/ru/stable/ideology# .1J"& ,K+#" $,L.%MN.-"<$&
_tengri* ) ASresult_3 ;
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+
+
| result_1 | result_2 | result_3
I
+ +
+
+

| %6D0%A2%D0%B5%D0%BD%D0%B3%D1%80%D0%B8 | Tengri |
https%3A%2F%2Ftengri.postgrespro.ru%2Fdocumentation%2Fru%2Fstable%2Fideology%23 %D0%BE%D0Y
1%D1%89%D0%B0%D1%8F_%D1%81%D1%85%D0%B5%D0%BC%D0%B0_%D0%B8%D1%81%D0%BF%
B7%D0%BE%D0%B2%D0%B0%D0%BD%D0%B8%D1%8F _tengri |

+ +
+
+
Operator ||
Description Concatenates multiple strings, arrays or binary values.
Usage argumentl || argument2 || argument2 || ...
Empty values ( NUL) are ignored.
See alsoconcat() .
I See examples
SELECT
E '\xAA:: BLOB| '\ff' :: BLOBas result_blob |,
E 'I' || " || 'love' || '" || 'Tengri' as result_string |,
E [T, [n,'g, ' '] asresultaray ;
+ + + +
| result_blob | result_string | result_array |
+ + + +
| | I'love Tengri | {T,e,n,g,r,i} |
+ + + +

Note that the values in the result_blob column are not displayed in the output (because they are of type
BLOB

Using the DESCRIB&pression, output the data types for all columns in the table created in the same way
as in the previous example:

CREATEABLEconcat AS
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SELECT

E '\XAA: BLOB| '\ff' :: BLOBas result_blob |,
E 1" || " || 'love' || "' || 'Tengri" as result_string |,
E [T,%e]1 ]| ['n,'g,'r '] asresultaray ;

DESCRIBEABLEconcat;

+ + + + + + +
| column_name | column_type | null | key | default | extra |
+ + + + + + +

| result_blob | BLOB | YES | null | null | null |

+ + + + + + +

| result_string | VARCHAR | YES | null [ null | null |

+ + + + + + +

| result_array | VARCHAR[] | YES |null|null |null |

+ + + + + + +

Functions for regular expressions

Functions for working with text strings using regular expressions. Regular expressions use the syntax

regexp_escape()
Description Escapes special characters, converting the string into a regular expression.
Usage regexp_escape(string)

I See example

SELECT

E  regexp_escapd 'https://tengri.postgrespro.ru' ) ASresult_1 ,
regexp_escap€ 'l love Tengri!' ) ASresult_2 ,
regexp_escapd '2*2 = 4' ) ASresult_3 ;

m M m

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| https\:\\Wtengri\.postgrespro\.ru | I\ love\ Tengri\!l | 2\*2\\=\ 4 |
+ + + +

regexp_extract()

Description Extracts a substring from a string using the given regular expression.

Usage regexp_extract(string, regexp[, group_number, options] | [, name_list, options])

RE2

If the string string has a substring overlaid with the regular expression pattern regexp, returns that
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substring. If there are several substrings covered by the pattern, it returns the first one. If no such substring
is found, returns an empty string.

You can specify the number of the returned group and parameters or a list of group names and parameters
(see examples).

I Regular expression options
¥ 'c' IN!Case-sensitive matching
¥ i INICase-insensitive matching

¥ ' INIMatch literals instead of regular expression tokens

I See examples

SELECT

E regexp_extract ('Tengri' , ".." ) ASresult_1 ,
E regexp_extract (‘'Tengri' , 'n.*' ) ASresult_2 ,
E regexp_extract (‘'Tengri' , '* ) ASresult_3 ,
E regexp_extract ('Tengri' , ~{5} ) ASresult_4 ,
E regexp_extract (‘'Tengri' , '[TNGRI]$') ASresult 5 ,
E regexp_extract (‘Tengri, TNGRi' , 't , 0, ' ) ASresult_6 ,
E regexp_extract (‘'Tengri; TNGRi;' , '(.*); (*); , ['1", 2" ]) ASresult 7,
E regexp_extract (‘'Tengri' , {7} ) ASresult_empty ;
+ + + + + +

+ + +

| result_1 | result_2 | result_3 | result_4 | result_5 | result_6 | result_7
| result_empty |

+ + + + + +
+ + +

| Te | ngri | Tengri | Tengr |i | Te | "{"1": "Tengri", "2":
"TNGRI"}" | |

+ + + + + +

+ + +

regexp_extract_all()

Description Extracts all non-overlapping substrings from a string using the given regular
expression. Returns an array of substrings.

Usage regexp_extract_all(string, regexp[, <num>, options])

If no substrings in  string covered by the regexp pattern are found, returns an empty list.

Parameters

¥ <numiN!the number of the group within the pattern to return (for each substring). By default (if no
parameter is given), the entire substring is returned. Group numbering starts with 1. Groups in the
template are highlighted with parentheses.
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I More details about the parameter on examples

LetOs extract from the text all combinations of letters with a dot after them:

SELECT

E regexp_extract_all ('My name is Tengri. My nickname is TNGRi.'
E 'C\wH)(\))

ASresult ;

frocossoooonooonsas +

| result |

dfrosossoososoooonsas +

| {Tengri.,, TNGRi.} |

I +

Now letOs extract from the same text using the same regular expression the combinations of letters

before the dot, but without the dot itself. For this purpose, letOs set the group number 1
SELECT
E regexp_extract_all ('My name is Tengri. My nickname is TNGRi.'
E 'C\wH)(\ ),
E 1)
ASresult ;
Ahoccosocmosomosos +
| result |
Aboocomocmmscmsses +
| {Tengri, TNGRIi} |
S —— +

I Regular expression options
¥ 'c' INICase-sensitive matching
¥ i INICase-insensitive matching

¥ ' INIMatch literals instead of regular expression tokens

I See more examples

SELECT

E regexp_extract_all ('My name is Tengri. My nickname is TNGRi." , '\w+')
AS words

+ +

| words |

+ +

| {My,name,is, Tengri,My,nickname,is, TNGRIi} |
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We use a combination of the regexp_extract all and unnest functions to extract data from structured
text:

CREATEABLHext_table (text data VARCHAR

INSERTINTOtext_table VALUES
('Name: "Tengri", Nickname:"TNGRI" ),
(‘Country: "Russia", Capital:"Moscow™  );

SELECT
unnest(
regexp_extract_all (text_data , '( \w+):\s*'(*?)" | 1)
) ASkey,
unnest(
regexp_extract_all (text_data , '( \w+):\s*'(.*?)" | 2)
) ASvalue
FROMext_table ;

[T T> > e mp mp

frocosmoooas oo +
| key |value |
oo Phocmmeees +

| Name | Tengri |
oo oo +

| Nickname | TNGRi |
S SRR S e +

| Country | Russia |

S S S T— +

| Capital | Moscow |

E S — e — +

regexp_full_match()

Description Checks whether a regular expression overlaps a string completely.
Usage regexp_full_match(string, regexp|, options])
If the regular expression pattern regexp completely overlaps the string string , returns true,

otherwise!N! false .

I Regular expression options
¥ '¢' IN!Case-sensitive matching
¥ ' INICase-insensitive matching

¥ ' INIMatch literals instead of regular expression tokens

I See examples

SELECT
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E regexp_full_match (‘'Tengri' , 'gri$' ) ASresult_1 , --false expected
E regexp_full_match (‘Tengri' , "' ) ASresult 2 , --false expected
E regexp_full_match (‘Tengri' , '* ) ASresult_3 , --true expected
E regexp_full_match ('Tengri' , " \w+gri$' ) ASresult_ 4 , --true expected
E regexp_full_match ('Tengri' , 't* , 'i' ) ASresult 5 ; --true expected
+ + + + + +

| result_1 |result_2 | result 3 |result 4 |result 5|

+ + + + + +

| false |false |true |true |[true |

+ + + + + +

regexp_matches()
Description Checks if a regular expression is contained within a string.
Usage regexp_matches(string, regexp[, options])

If at least one substring covered by the
otherwise!N! false .

regexp pattern is found inside the string

I Regular expression options
¥ '¢' INICase-sensitive matching
¥'i' INICase-insensitive matching

¥ ' INIMatch literals instead of regular expression tokens

I See examples

SELECT

SELECT

E regexp_matche¢'Tengri' , '+T' ) ASresult_1 , --false expected
E regexp_matche¢'Tengri' , '*T' ) ASresult 2 , --true expected
E regexp_matche¢'Tengri' , 'T') ASresult 3 , --true expected
E regexp_matche¢'Tengri' , 't , 'I' ) ASresult 4 , --true expected
E regexp_matche$'T*ngri* , 'T* , 'I' ) ASresult_ 5 ; --true expected
+ + + + + +

| result_1 |result_2 | result_3 | result 4 |result 5 |

+ + + + + +

| false |true |true |true |true |

+ + + + + +

regexp_replace()

Description

Usage regexp_replace(string, regexp, target|[, options])

string , returns true,

Replaces a substring covered by a regular expression with the specified string.
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If a substring covered by the regexp pattern is found inside the string string , it is replaced by the string
target . If several such substrings are found, only the first one is replaced. If no substring is found, the
original string string is returned.

I Regular expression options
¥ 'c' INICase-sensitive matching
¥ i INICase-insensitive matching

¥ ' INIMatch literals instead of regular expression tokens

I See examples

SELECT

E regexp_replace('Tengri' , ' , 't' ) ASresult_1 ,
E regexp_replace('Tengri' , '* , 't ) ASresult 2 ,
E regexp_replace('Tengri' , 'e*r' , 'NGR) ASresult_3 ,
E regexp_replace('Tengri' , 'a' , 't' ) ASresult 4 ,
E regexp_replace('Tengri' , 'tengr , 'TNGR, i ) ASresult 5 ;

+ + + + + +

| result_1 |result_2 | result 3 |result 4 |result 5|
+ + + + + +

| tengri |t | TNGRi | Tengri | TNGRi |

+ + + + + +

regexp_split_to_array()

Description Splits a string into parts, separated by a regular expression, and returns the parts as an
array.

Usage regexp_split_to_array(string, regexp[, options])

Aliases string_split_regex() , str_split_regex()

If substrings overlapped by the  regexp pattern are found in the string  string , then the parts of the original
string not overlapped by the pattern are returned as an array. If the found substrings are at the beginning

or at the end of the source string, the resulting array will contain empty strings for the beginning and the

end of the string. If no substrings are found, an array of one source string will be returned.

I Regular expression options
¥ '¢' INICase-sensitive matching
¥'i' INICase-insensitive matching

¥ '' INIMatch literals instead of regular expression tokens

I See examples
SELECT
E string_split_regex ('My name is Tengri. My nickname is TNGRi.' , '\\s ')

AS sentences,
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E string_split_regex ('My name is Tengri. My nickname is TNGRi.' , [ \\s ]+')

AS words,

+ + +

| sentences | words |

+ + +

| {My name is Tengri,My nickname is TNGRIi.} | {My,name,is, Tengri,My,nickname,is, TNGRIi,} |
+ + +

regexp_split_to_table()

Description Splits a string into parts separated by a regular expression, and returns the parts as
strings.
Usage regexp_split_to_table(string, regexpl, options])

If substrings overlapped by the  regexp pattern are found in the string  string , then the parts of the original
string not overlapped by the pattern are returned as a column, with each part written to a different cell. If

the found substrings are at the beginning or end of the source string, the result will include empty strings

for the beginning and end of the string. If no substrings are found, a column with one cell in which the
original string is written will be returned.

I Regular expression options
¥ 'c' INICase-sensitive matching
¥ ' INICase-insensitive matching

¥ " IN!Match literals instead of regular expression tokens

I See examples

SELECT

E regexp_split_to_table ('My name is Tengri. My nickname is TNGRi.' , '\\s ')
AS sentences,

E regexp_split_to_table ('My name is Tengri. My nickname is TNGRi.' , T \\s ]+')
AS words,

+ + +

| sentences | words |

+ + +

| My name is Tengri | My |

+ + +

| My nickname is TNGRI. | name |

+ + +

| null | is |

+ + +

| null | Tengri |

+ + +

| null | My |

+ + +
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| null | nickname |

+ + +
| null | is |
+ + +
| null | TNGRi |
+ + +
| null | |
+ + +

Operator -~

Description

Usage string ~ regexp

Operator ~ (tilde) checks if the regular expression covers the string completely.

Can be used with the negation operator

I See examples

Functions for date and time

Functions for date and time are functions for working with data of types

Checks if the regular expression covers the string completely.

I': string !~ regexp

SELECT

E 'Tengri' !~ 'TNGRi' ASresult_1 ,
E ‘'Tengri ~'T.* ASresult_2 ,
E 'Tengrii ~ 'T.+' ASresult_3 ,
E 'TNGRi" ~ 'T.+' ASresult_4 ,
E T+ ~ T+ ASresult 5 ;
+ + + + +

| result_1 | result_2 | result_3 | result_4 | result_5 |

+ + + + +
| true | true |true |[true |true
+ + + + +

TIMESTAMRTZ

Date and time part specifiers

DATETIME TIMESTAM&nd

The following date and time part specifiers can be used as separate functions that return the corresponding
date and time parts:

¥ century

¥ day

¥ decade
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¥ hour

¥ microsecond

¥ millennium
¥ millisecond
¥ minute
¥ month
¥ quarter
¥ second
¥ year
Examples:
SELECT
E century (now)) AS"current century"
E day(now)) AS "current day" ,
E decadd now)) AS "current decade"
E  hour(now)) AS "current hour"
E microsecond now)) AS "current microsecond"
E  millennium (now))  AS"current millennium"
E milisecond (now)) AS"current millisecond" |,
E  minute(now)) AS "current minute"
E  montH{ now)) AS "current month"
E quarter (now)) AS"current quarter"
E second now)) AS "current second"
E year(now)) AS"current year" ;
+ + + + +
+ + + +
+ + + +

| current century | current day | current decade | current hour | current microsecond |
current millennium | current millisecond | current minute | current month | current quarter |
current second | current year |

+ + + + +
+ + + +

+ + + +

| 21 | 21 | 202 | 15 | 43089698 |3
| 43089 |5 |5 | 2 | 43 |
2026 |

+ + + + +

+ + + +

+ + + +

current_date()

Description Returns the current date as a value of type  DATE
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Usage current_date()
Aliases today()

I See example

SELECT
E current_date () AScur_date;

current_localtimestamp()

Description Returns the current time and date as a value of type TIMESTAMP
Usage current_localtimestamp()
I See example
SELECT

E current_localtimestamp () ASnow

+ +

| now |

- +

| 2025-03-02 12:38:05.014000 |
+ +

current_time()

Description Returns the current time as a value of type  TIME
Usage current_time
Aliases get_current_time()

I See examples

SELECT
E current_time AScur_time_1,
E get_current_time () AScur_time_2;

+ + +
| cur_time_ 1 | cur_time 2 |
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+ + +
| 10:33:24.016000 | 10:33:24.016000 |

+ + +
dayname()
Description Returns the English name of the day of the week for a date.
Usage dayname(<date>)

I See examples

SELECT
E daynameDATE2024-02-29' ) ASresult_1 ,
E daynam€TIMESTAMP024-02-29 00:00:00' ) ASresult_2 ,
E daynamecurrent_localtimestamp () ASresult_3 ;
+ + + +
| result_1 |result 2 | result 3|
+ + + +
| Thursday | Thursday | Monday |
+ + + +
datepart()
Description Returns the specified part of the date or time value as a value of type BIGINT
Usage datepart('<part>', (TIME | DATE | ...) <date_time>)
Aliases date_part()

Arguments can be values of types: TIME DATETIMESTANMGr TIMESTAMRTZ

I Parts can be specified using the following literals

¥ century

¥ day

¥ decade

¥ hour

¥ microseconds
¥ millennium

¥ milliseconds
¥ minute

¥ month

¥ quarter

¥ second
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¥ year

I See examples

SELECT

E

E datepart (‘hour' ,

E datepart (‘millennium'

+ + + +
| milliseconds | hour | millennium
+ + + +

| 100 |0 |3 |

+ + + +

date_diff()

Description
Usage date_diff('<part>', start, end)
Aliases
datediff

Arguments can be values of type:

I Units can be specified using the following literals

¥ century

¥ day

¥ decade

¥ hour

¥ microseconds
¥ millennium
¥ milliseconds
¥ minute

¥ month

¥ quarter

¥ second

¥ year

I See examples

SELECT

E date_diff ('second', TIME'01:02:03'

AS diff_in_seconds ,

188

datepart (‘'milliseconds' , TIMESTAMP025-02-25 00:00:00.1'
TIME'2025-02-25 00:00:00" )
DATE2025-02-25' )

TIME DATETIMESTAM&T TIMESTAMRTZ

, TIME'03:02:01' )

) AS milliseconds |,
AS hour,
AS millennium;

Returns the number of time units between two points in time as a value of type

BIGINT



E date_diff (‘'minute’ , TIME'01:02:03' , TIME'03:02:01' )
AS diff_in_minutes ,

E date_diff ('hour' , TIME'01:02:03' , TIME'03:02:01" )

AS diff_in_hours ,

E date_diff ('day' , TIMESTAMP025-02-25 01:02:03' , TIMESTAMP025-02-26 03:02:01" )
ASdiff_in_days_1 ,

E date_diff ('day' , TIMESTAMP025-02-26 01:02:03' , TIMESTAMPR025-02-25 03:02:01" )
AS diff_in_days 2 ,

E date_diff (‘day' , DATE2024-02-27' , DATE2025-02-27" )

AS diff_in_days 3 ,

E date diff ('year' , DATE0753-04-21 (BC)' , now))

AS SPQR

+ + + + +

+ + +

| diff_in_seconds | diff_in_minutes | diff_in_hours | diff_in_days_1 | diff_in_days_2 |
diff_in_days_3 | SPQR |

+ + + + +
+ + +

| 7198 | 120 | 2 | 1 | -1 | 366
| 2778 |

+ + + + +

+ + +

date trunc()

Description Reduces a moment in time to the specified precision.
Usage date_trunc('<part>', <time_stamp>)

Reduces the TIMESTAMime moment to the specified precision unit and returns the initial time moment for
that unit as a value of type TIMESTAMP DATE

Some usage examples are described in  this script .

I Units can be specified using the following literals

¥ century

¥ day

¥ decade

¥ hour

¥ microseconds
¥ millennium

¥ milliseconds
¥ minute

¥ month

¥ quarter
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¥ second

¥ year

I See examples

SELECT

E date_trunc ('minute’ , TIMESTAMPR025-02-25 01:02:03' ) AS minute,
E date_trunc (‘hour' , TIMESTAMPR025-02-25 01:02:03"' ) AS hour,
E date_trunc (‘day' , TIMESTAMP025-02-25 01:02:03' ) ASday,

E date_trunc (‘month', TIMESTAMP025-02-25 01:02:03' ) AS month
E date_trunc (‘quarter , TIMESTAMP025-02-25 01:02:03' ) ASquarter ,
E date_trunc ('year' , TIMESTAMR025-02-25 01:02:03' ) ASyear;
+ + + + +

 — +

| minute | hour | day | month | quarter |year

I

+ + + + +

fhoccooooossos +

| 2025-02-25 01:02:00 | 2025-02-25 01:00:00 | 2025-02-25 | 2025-02-01 | 2025-01-01 | 2025-
01-01 |

+ + + + +
S PR— +
dayofmonth()
Description Returns the number of the month for the given date.
Usage dayofmonth(<date>)
Aliases day()
Returns the number of the month (the number of the day in the month starting with 1) by the given date.

I See examples
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SELECT

E dayofmonth DATE2024-02-29' ) ASresult_1 ,
E dayofmonti now)) ASresult_2 ,
E dayofmontH{to_timestamp(0)) ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| 29 | 21 |1 |

+ + + +




dayofweek()

Description Returns the day of the week number for a date starting on Sunday.
Usage dayofweek(<date>)
Aliases weekday()

Day numbering starts with ~ 0: Sunday = 0, Saturday = 6 .
! For ISO standard numbering (starting on Monday and from 1) use isodow.

I See examples

SELECT

dayofweekK DATE2024-02-29' ) ASresult 1 ,
dayofweeK TIMESTAMPR024-02-29 00:00:00" ) ASresult_2 ,
dayofweek current_localtimestamp ()) ASresult_3 ;

T > [Tp

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
14 14 |1 |

+ + + +

dayofyear()
Description Returns the day number of the year for a date.

Usage dayofyear(<date>)
| The numbering starts with 1.

I See examples

SELECT

E dayofyear(DATE2024-02-29' ) ASresult 1 ,
E dayofyear(DATE2024-12-31" ) ASresult_2
E dayofyear(DATE2025-12-31" ) ASresult_3 ,
E dayofyear( TIMESTAMP024-01-01 00:00:00' ) ASresult 4 ,
E dayofyear(current_localtimestamp () ASresult 5 ;
+ + + + + +

| result_1 |result 2 |result 3 |result 4 |result 5|

+ + + + + +

| 60 |366 |365 |1 | 61 |

+ + + + + +
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epoch()
Description Calculates the number of seconds since the start of an epoch at the given point in time.
Usage epoch(<date>)

The beginning of an epoch is considered to be  1970-01-01

| Inverse function: to_timestamp()

I See examples

SELECT

E epoch now)) ASresult_1 ,
E epoch TIMESTAMP970-01-01" ) ASresult_2 ,
E epoch TIMESTAMPTZ01-09-09T05:46:40+04:00' ) ASresult_3 ;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 1779358302.018493 | 0 | 2000000000 |
+ + + +
era()
Description Returns the era number for the given date.
Usage era(<date>)

Returns the era number ( 0'N!before our era; 1!Nlour era) by the given date.

I See examples

SELECT
E era(now)) ASresult_1 ,
E era(DATE0753-04-21 (BC)' ) ASSPQR

S S — +
| result_1| SPQOR |
Ao b +
|11 [0 |
R, E +
greatest()
Description Returns the largest of the specified arguments.
Usage greatest(argument|, argument, ...])
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¥ When used with numbers, returns the largest number.

¥ When used with strings!N!returns the last of the strings in alphabetical order. In this case, upper case
precedes lower case.

¥ When used with types of date and time Nlreturns the most recent object.

I See examples

SELECT

greatest (1, 2, 3, 4, 4) ASresult 1 ,
greatest (1, -1) ASresult_2 ,
greatest (0) ASresult_3 ;

T m» [Tp

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
14 11 |0 |

+ + + +

SELECT
E greatest ('a', 'z, 'A", 'Z') ASresult_1 ,
E greatest ('Tengri' , 'TNGRi') ASresult 2 ;

+ + +
| result_1 | result 2 |
+ + +
| | Tengri |
+ + +
SELECT
E greatest (DATE2024-02-29' , TIMESTAMP024-02-29 00:00:01' ) ASresult 1 ,
E greatest (DATE2024-02-29' , DATE2029-02-24' ) ASresult_2 ,
E greatest (DATE2024-02-29' , now)) ASresult_3 ;
+ + + +
| result_1 | result_2 |result_3 |
+ + + +
| 2024-02-29T00:00:01 | 2029-02-24 | 2026-05-06T13:05:46.173330+03:00 |
+ + + +
isodow()
Description Returns the day of the week number for a date starting on Monday.
Usage isodow(<date>)
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The numbering of days starts with  1: Monday = 1, Sunday = 7.

I See examples

SELECT
E isodowm DATE2024-02-29' ) ASresult_1 ,
E isodow TIMESTAMP024-02-29 00:00:00' ) ASresult_2 ,
E isodow( current_localtimestamp () ASresult_3 ;
+ + + +
| result_1 | result_2 | result_3 |
+ + + +
14 14 |1 |
+ + + +
iIsoyear()
Description Returns the year number for an ISO standard date.
Usage isoyear(<date>)
Returns the year number for a date according to the ISO standard.

The year starts with the week that includes 4 January.

I See examples

SELECT

= isoyear (DATE2022-01-02' ) ASresult_1 ,
isoyear (DATE2022-01-03" ) ASresult_2 ,
isoyear (now)) ASresult_3 ;

m m m

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 2021 | 2022 | 2026 |
+ + + +

julian()
Description Returns the Julian date using the given date
Usage julian(<date>)

Returns the Julian date!N!the number of days between the given date and the beginning of the Julian
epoch.

I View Examples.
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SELECT

E julian (TIMESTAMP025-01-01 12:00:00+00' ) ASresult_1 ,
E julian (TIMESTAMP025-01-01 24:00:00+00' ) ASresult 2 ,
E julian (now)) ASresult_3 ;
+ + + +
| result_1 |result_2 |result_3 |
+ + + +
| 2460677.5 | 2460678 | 2461182.627505683 |
+ + + +
least()
Description Returns the smallest of the specified arguments.
Usage least(argument[, argument, ...])

¥ When used with numbers, returns the smallest number.

¥ When used with strings!N!returns the first of the strings in alphabetical order. In this case, upper case

precedes lower case.

¥ When used with types  date and time INlreturns the earliest object.

See examples

ASresult_2

SELECT

E least (1, 1, 2, 3, 4) ASresult_1 ,

E least (1, -1) ASresult_2 ,

E least (0) ASresult_3 ;

+ + + +

| result_1 | result_2 | result_3 |

+ + + +

|1 -1 |0 |

+ + + +

SELECT

E least (DATE2024-02-29' , TIMESTAMPBR024-02-29 00:00:01" ) ASresult 1 ,
E least (DATE2024-02-29' , DATE2029-02-24" )
E least (DATE2024-02-29' , now))

+ + + +
| result_1 | result_2 |result_3 |
+ + + +

| 2024-02-29T00:00:00 | 2024-02-29 | 2024-02-29T00:00:00+03:00 |

ASresult_3 ;
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SELECT
E least(a', 'z, 'A", 'Z') ASresult_1,
E least ('Tengri' , 'TNGRi') ASresult 2 ;

+ + +
| result_1 | result_2 |
+ + +
| A | TNGRi |
+ + +

monthname()

Description Returns the English name of the month for a date.
Usage monthname(<date>)

I See examples

SELECT

E  monthnam@ATE2024-02-29' ) ASresult_1 ,
monthnamerNlMESTAMPB024-02-29 00:00:00" ) ASresult 2 ,
monthnamurrent_localtimestamp ()) ASresult_3 ;

T M M

+ + + +
| result_1 | result_2 | result 3|

+ + + +

| February | February | March |
+ + + +

now()
Description Returns the current time as a value of type ~ TIMESTAMPTZ
Usage now()

I See example

SELECT
E now) AScur_time;

+ +
| cur_time |

+ +

| 2025-08-26 13:38:58.461000+00:00 |
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strptime()

Converts text to the point in time

Description

Usage

an error.

Converts text to a point in time using the specified format.

strptime(<string>, <format>)

Some usage examples are described in  this script .

Format can be specified using the following expressions

Expression

%a
%A
%b
%B
%c
%d
%-d
%f
%g
%G

%H
%-H
%l
%-1
%j
%
%m
%-m
%M
%-M
%n
%p
%S
%-S

Description

Abbreviated weekday name.

Full weekday name.

Abbreviated month name.

Full month name.

ISO date and time representation

Day of the month as a zero-padded decimal.

Day of the month as a decimal number.

Microsecond as a decimal number, zero-padded on the left.

Millisecond as a decimal number, zero-padded on the left.

ISO 8601 year with century representing the year that contains

the greater part of the ISO week (see %Y.

Hour (24-hour clock) as a zero-padded decimal number.
Hour (24-hour clock) as a decimal number.

Hour (12-hour clock) as a zero-padded decimal number.
Hour (12-hour clock) as a decimal number.

Day of the year as a zero-padded decimal number.

Day of the year as a decimal number.

Month as a zero-padded decimal number.

Month as a decimal number.

Minute as a zero-padded decimal number.

Minute as a decimal number.

Nanosecond as a decimal number, zero-padded on the left.
LocaleOs AM or PM.

Second as a zero-padded decimal number.

Second as a decimal number.

TIMESTAMIRINg the specified format. If the conversion fails, it generates

Example

Sun, Mon, E
Sunday, Monday, E
Jan, Feb, E, Dec
January, February, E
1992-03-02 10:30:20
01,02, E, 31

1,2, E, 30

000000 - 999999
000 - 999

0001, 0002, E, 2013,
2014, E, 9998, 9999

00, 01, E, 23
0,1,E, 23
01,02, E, 12
1,2,E12
001, 002, E, 366
1,2, E, 366
01,02, E, 12
1,2,E, 12

00, 01, E, 59
0,1,E, 59

000000000 - 999999999

AM, PM
00, 01, E, 59
0,1, E, 59



Expression  Description Example
%u ISO 8601 weekday as a decimal number where 1 is Monday. 1,2,E,7
%U Week number of the year. Week 01 starts on the first Sunday of 00, 01, E, 53
the year, so there can be week 00. Note that this is not compliant
with the week date standard in ISO-8601.
%V ISO 8601 week as a decimal number with Monday as the first 01,E, 53
day of the week. Week 01 is the week containing Jan 4. Note that
%\s incompatible with year directive %YUse the ISO year %G
instead.
%w Weekday as a decimal number. 0,1,E6
%W Week number of the year. Week 01 starts on the first Monday of 00, 01, E, 53
the year, so there can be week 00. Note that this is not compliant
with the week date standard in ISO-8601.
%x ISO date representation 1992-03-02
%X ISO time representation 10:30:20
%y Year without century as a zero-padded decimal number. 00, 01, E, 99
%-y Year without century as a decimal number. 0,1, E, 99
%Y Year with century as a decimal number. 2013, 2019 etc.
%z Time offset from UTC in the form tHH:MM, tHHMM, or £HH. -0700
%Z Time zone name. Europe/Amsterdam

%%

I See examples

A literal %character.

%

SELECT

E strptime ('Feb 25, 2025, 01:02:03 AM' , '%b %d, %Y, %H:%M:%S %pAS timestamp_1,
E strptime ('2025-02-25, 01:02:03' %X, %X") AS timestamp_2
E strptime ('01:02, 01.02.99' '%H:%M, %d.%m.%y' AS timestamp_3
E strptime ('01:02%PM--01.02.99', '%H:%M%%%p--%d.%mMm.%Yy'AS timestamp_4
E strptime ('1:1,1.1.1" '%-H:%-M, %-d.%-m.%-y)  AStimestamp_5
E strptime ('1', '%Y") AS timestamp_6
+ + + +

+ + +

| timestamp_1
timestamp_5

+ +
+ + +

| 2025-02-25 01:02:03 | 2025-02-25 01:02:03 | 1999-02-01 01:02:00 | 1999-02-01 13:02:00 |
2001-01-01 01:01:00 | 0001-01-01 00:00:00 |

+ + + +

+ + +

| timestamp_2
| timestamp_6 |
+ +

| timestamp_3 | timestamp_4 |
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timezone_hour()

Description Returns the time zone offset of the given time instant from O.
Usage timezone_hour(<time_stamp>)
Returns the time zone shift of the given time instant from 0 (UTC), expressed in hours.

I See examples

SELECT

E  now),
E timezone_hour(now)) ASresult ;

+ + +

| now | result |

+ + +

| 2026-05-21T14:06:26.738950+03:00 | 3 |
+ + +

to_timestamp()

Description Converts seconds from the beginning of an epoch to a moment in time.
Usage to_timestamp(num)
Converts seconds from the beginning of an epoch to a moment in time with time zone.

The beginning of the epoch is considered to be  1970-01-01
! Inverse function: epoch()

I See examples

SELECT

E to_timestamp(177935758800000) ASresult 1 ,
E to_timestamp(176721480D ASresult_2 ,
E to_timestamp(1) ASresult_3 ;
+ + +

+

| result_1 | result_2 | result_3
|

+ + +

+

| 2026-05-21T12:59:48.000001+03:00 | 2026-01-01T00:00:00+03:00 | 1970-01-01T03:00:01+03:00
I

+ + +

+
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weekofyear()

Description Returns the week number of the ISO standard year.
Usage weekofyear(<date>)
Returns the number of the week in a year according to the ISO standard.

I See examples

SELECT
E weekofyeaf DATE2026-01-01' ) ASresult_1 ,
E weekofyear( DATE2026-01-14' ) ASresult_2 ,
E  weekofyear nov)) ASresult_3 ;
+ + + +
| result_1 | result_2 | result_3 |
+ + + +
1T 13 |21 |
+ + + +

yearweek()

Description Returns the year and week number of the ISO standard as a number.

Usage yearweek(<date>)

Returns the year and a two-digit variant of the week number in the 1ISO standard

I See examples

SELECT
E yearweeK DATE2026-01-01' ) ASresult 1 ,
E yearweeK DATE2026-01-14' ) ASresult_2 ,
E yearweeK now)) ASresult_3 ;
+ + + +
| result_1 |result 2 | result 3|
+ + + +
| 202601 | 202603 | 202621 |
+ + + +
Operator +
Description Adds the right argument to the left argument.
Usage <num> + <num> [+ ...] or TIME + INTERVAL [+ ...] .

If used with types for
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for date and time , adds the interval to the time value. Returns a value of type TIME
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See alsoadd().

I See examples

SELECT

E 3+2 ASresult_1 ,
E 3+2+-1ASresult 2,
E 1.1+19 ASresult3;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +
| 5 | 4 |3.0 |
+ + + +
SELECT
E TIME'12:11:10' + INTERVAIB hours ASresult_time_1 ,
E INTERVAL12:11:10' + TIME'1:1:1' ASresult_time_2 ;
+ + +
| result_time_1 | result_time_2 |
+ + +
| 15:11:10 | 13:12:11 |
+ + +
Operator -
Description Subtracts the right argument from the left argument.
Usage <num> - <num> [-...] or TIME - INTERVAL [-..]]

If used with types for for date and time , subtracts the interval from the time value. Returns a value of type
TIME

See also subtract()

I See examples

SELECT

E 3-2 ASresult_1 ,
E 3-2- +1 ASresult 2,
E 1.2- 0.2 ASresult 3;

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

|11 |0 |10 |
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SELECT
E TIME'12:11:10' - INTERVAI3 HOUR\Sresult_time 1 ,
E TIME'12:11:10' - INTERVAIB HOUR INTERVAIL HOURS result_time 2 ;
+ + +
| result_time_1 | result_time_2 |
+ + +
[ 09:11:10 | 08:11:10 |
+ + +
Functions for JSON
Functions for working with Jjson extension files and with data type ~ JSON

Path inside JSON structure

Many functions for JSON use the path inside the JSON structure as one of the arguments. The path can be
specified in either of two notations according to the following standards:
¥ JSONPath
# $.keyl.key2 INlaccessing the value of key key?2
# $.keyl.key2[i] !'Nlaccessing the i-th element of the list in the value of the  key2key
¥ JSON Pointer
# Ikeyl/key2 INlaccessing the value of key key2

# Ikeyl/key2/i 'Nlaccessing the i-th element of the list at the value of key  key2

| The numbering of list items in JSON structure starts with 0.

The examples below use the JSON structure from  this example :

CREATHEABLHEs table (js_data JSON

INSERTINTOjs_table VALUES
(1

E "first_name": "John",

E "last_name": "Smith",

E "is_alive™ true,

E "age": 27,

E "address": {

E "street_address": "21 2nd Street",
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"city": "New York",
"state": "NY",
"postal_code": "10021-3100"

}

hone_numbers": |
{

"type": "home",

"number"; "212 555-1234"
1
{

"type": "office",

"number": "646 555-4567"
}
],
"children™: [
"Catherine",
"Thomas",
"Trevor"

T T > T T T [T T T [T [T T T [T T [T [T [T TP [TP

Ik
"spouse™: null

D)

——

json()
Description Shortens the JSON structure record (removes spaces and line breaks).
Usage json(json)

I See examples

SELECT
E json({
E “first_name": "John",
E "last_name": "Smith"
E
E ' ) ASresult 1,
E json(js_data) ASresult 2 ,
FRONB_table ;
"
o
-
| result_1 | result_2
|
o
+
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+
| "{"first_name™"":""'John™""last_name™":""Smith""}" |
“{""first_name™":""John"",""last_name"":""Smith"",""is_alive"":true,""age"":27,""address™":
{""street_address"":""21 2nd Street"",""city"":""New
York™,"'state™:""NY"",""postal_code™":""10021-
3100™},""phone_numbers™:[{""type™":""home"","'number™:""212 555-

1234" {"type"":""office™',"'number"":""646 555-

4567"}],"children™":["'Catherine™,"" Thomas""," Trevor™'],""'spouse"":null}" |
+

+

+
json_array()
Description Creates a JSON list from passed arguments.
Usage json_array(argument, ...)

I See examples

SELECTson_array (1, 2, 3, 'Tengri' );

S SSEREREREEEs e +
| json_array |
S R —— +
[12,2,3,"Tengri"] |
S S —— +

json_array_length()

Description Returns the number of elements in the array at the specified path in JSON, or 0 if the
specified path is not an array.

Usage json_array_length(json], path])
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If a list of paths is given in the second argument, the result is a list of array lengths on the specified paths.

I See examples

SELECT

E json_array length (js_data, '$.phone_numbers’) AS phone_numbers
E json_array length (js_data, '$.children' ) AS children
E json_array length (js_data, ['$.phone_numbers', '$.children’ ]) ASlists |,

E json_array length (js_data) ASjs data,

E json_array length (js_data, '$.first_ name' ) ASfirst_name ,
FRONB_table ;

+ + + + + +

| phone_numbers | children | lists | js_data | first_name |

+ + + + + +

| 2 3 [{23}|0 |0 |

+ + + + + +

json_contains()

Description Checks if the JSON structure contains the JSON substructure specified in the second
argument.
Usage json_contains(json, json)

Both arguments must be of type JSONThe second argument can be a numeric value or a text string, and the
text string must be enclosed in double quotes.

I See examples

SELECT

E json_contains (js_data, '27') ASresult 1 ,
E json_contains (js_data, "John™ ) ASresult_2 ,
E json_contains (js_data, '{"first_ name": "John"}' ) ASresult 3,
E json_contains (js_data, '{"first_name": "Smith"} ) ASresult 4 , --false expected
FRONB_table ;

+ + + + +

| result_1 | result_2 | result_3 | result_4 |

+ + + + +

| true |true |true |false |

+ + + + +

json_each()

Description traverses the JSON structure and returns all parameters of the top-level structure
element.
Usage json_each(json[ ,path])
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If the element is not an array or object, the element itself is returned. The optional

path argument specifies

the path to the element to start the traversal from (by default, the traversal starts at the root element).

I See examples

CREATEABLEexample (js_data JSON
INSERTINTO example VALUES
({
"first_name": "John",
"last_name": "Smith",
"age": 27

"first_name": "John",
"is_alive": true,

[T T > e Ty mp e My mp [mp
-~
o

"age": 28
Yoo
SELECT
E je.*
FROMxample AS e

INNERJOIN json_each(e.js_data) ASje;

+ + +
+ + +oet + + + +

| js_data | key | value | type
| atom |id | parent | fullkey | path | rowid |

+ + +

+ + R + + + +

| { "first_name": "John", "is_alive": true, "age": 28} | first_name | "John" |
VARCHAR | "John" |2 | null | $.first_ name|$ |0 |

+ + +

+ + -t + + + +

| { "first_name": "John", "is_alive": true, "age": 28} | is_alive |true |
BOOLEAN |true |4 |null |$.is_alive |$ |1 |

+ + +
+ + R — + + + +

| { "first_name": "John", "is_alive": true, "age": 28} | age |28 |
UBIGINT |28 |6 | null |$.age [$ |2 |

+ + +

+ + R — + + + +

non

| { "first_name": "John", "last_name": "Smith", "age": 27 } | first_name | "John" |

VARCHAR | "John" |2 | null | $.first_ name|$ |0 |
+ + +
+ + S + + + +

| { "first_name": "John", "last_name": "Smith", "age": 27 } | last_name | "Smith" |

VARCHAR | "Smith" | 4 | null | $.last_ name |$ |1 |

+ + +
+ + ot + + + +

| { "first_name": "John", "last_name": "Smith", "age": 27 } | age |27 |
UBIGINT |27 |6 | null |$.age [$ |2 |

+ + +
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+ + R + + + +

CREATHEABLEexample (js_data JSON
INSERTINTO example VALUES
({
"first_name": "John",
"last_name": "Smith",
"age": 27
Yoo
({
"first_name": "John",
"is_alive": true,
"age": 28
Yoo

T [T mp T T e [m» mp mp [mp

SELECTe.*
FROMxample AS e
INNERJOIN json_each(e.js_data, '$.age' ) ASje;

+ + + +
+ -t + + +

| js_data | key | value | type | atom
| id | parent | fullkey | path |

+ + + +

+ S + + +

| { "first_name™: "John", "is_alive™: true, "age™: 28} | null| 28 | UBIGINT | 28

|6 | null |$.age |$.age |

+ + + +

+ +--—+ + + +

| { "first_name": "John", "last_name": "Smith", "age": 27 } | null | 27 | UBIGINT | 27
| 6 | null | $.age | $.age |

+ + + +

+ -t + + +

json_exists()

Returns BOObr an array of BOOL[Jfor cases where path points to list items in the JSON structure.

Description Checks if the JSON structure contains the specified path.

Usage json_exists(json, path)

See examples

SELECT

E json_exists (js_data, 'first name' ) ASresult_1 ,
E json_exists (js_data, '$.first_name' ) ASresult_2 ,
E json_exists (js_data, '/first_ name' ) ASresult_3 ,
E json_exists (js_data, '$.address.street_address’ ) ASresult 4 ,
E json_exists (js_data, '/address/street_address' ) ASresult 5,
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E json_exists (js_data, '$.street_address' ) ASresult 6 , --false expected
E json_exists (js_data, '$.phone_numbers[*].type' ) ASresult 7 ,

E json_exists (js_data, '$..street_address' ) ASresult_8 ,

FRONB_table ;

+ + + + + + + +

+

| result_1 |result_2 | result 3 |result 4 |result 5| result 6|result 7 |result 8

+ + + + + + + +
+
| true |true |true |[true |true |false |{True,True}|{True}

+ + + + + + + +
+

json_extract()

Description Extracts data from a JSON structure at the specified path. Returns the data as JSON
Usage json_extract(json, path) or json_extract(json, [path1, path2, {E])
Aliases json_extract_path()

If a list of paths is given as the second argument, returns a list of values.

| For faster access to JSON structure fields, use the additional type MAP(VARCHAR, VARCHAR)

I See examples
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SELECT

E json_extract (js_data, 'first_name' ) ASfirst_name ,

E json_extract (js_data, ['first_name' , 'last_name']) ASall_names,

E json_extract (js_data, '$.address.street_address' ) ASstreet address ,
E json_extract (js_data, '$.phone_numbers[*].number' ) ASphone_numbers
E json_extract (js_data, '$.children[0] ) ASchild_1 ,
FRONB_table ;

+ + + +

oo +

| first_name | all_names | street_address | phone_numbers

child_1 |

+ + + +

S, +

| John | {"John","Smith"} | 21 2nd Street | {"212 555-1234","646 555-4567"} |
Catherine |

+ + + +

fremmmmmees +



json_extract_string()

Description Extracts data from a JSON structure at the specified path. Returns the data in VARCHAR
form.

Usage json_extract_string(json, path) or json_extract_string(json, [pathl, path2, ...])

Aliases json_extract_path_text()

If a list of paths is given as the second argument, returns a list of values.

I See examples

SELECT

E json_extract_string (js_data, 'first_ name' ) ASfirst_name ,

E json_extract_string (js_data, ['first name' , 'last_ name' ]) ASall_names,

E json_extract_string (js_data, '$.address.street_address' ) ASstreet_address ,
E json_extract_string (js_data, '$.phone_numbers[*].number' ) ASphone_numbers
E json_extract_string (js_data, '$.children[0] ) AS child_1 ,
FRONB_table ;

+ + + + + +

| first_name | all_names | street_address | phone_numbers | child_1 |

+ + + + + +

| John | {John,Smith} | 21 2nd Street | {212 555-1234,646 555-4567} | Catherine |

+ + + + + +

json_group_array()

Description Returns a JSON list containing all the values of a column.

Usage json_group_array(column)

" The function changes the cardinality of the data.

I See examples

CREATEABLEexample (nameVARCHAR
INSERTINTO example VALUE$'Tengri* ), ('TNGRI');

SELECTson_group_array (namg AStengti_names
FRONxample

+ +
| tengti_names |
+ +

| ['Tengri","TNGRi"] |
+ +
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json_group_object()

Description Returns a JSON structure containing all  key-value pairs from the columns specified in
the arguments.

Usage json_group_object(columnl, column2)

" The function changes the cardinality of the data.

I See examples

CREATEABLEexample (nameVARCHARetters num BIGINT);
INSERTINTO example VALUES

E (Tengri' , 6),

E ('TNGRI, 5);

SELECTson_group_object (name letters_num ) ASresult

FROMxample

+ +

| result |

+ +

| {"Tengri":6,"TNGRI":5} |
+ +

json_keys()
Description Returns all keys from the specified JSON structure as  VARCHAR]]
Usage json_keys(json[, path])

If path is specified in the second argument, returns the keys of the JSON structure at the specified path. If a
list of paths is specified, the result is a list of lists of keys.

I See examples

SELECT

E json_keys(js_data) ASall keys ,

FRONs_table ;

+ +

| all_keys |

+ -+

| {first_name,last_name,is_alive,age,address,phone_numbers,children,spouse} |
+ +

SELECT

E json_keys(js_data, '$.address' ) ASaddress_keys
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FRONB_table ;

+ —

| address_keys |

+ -+

| {street_address,city,state,postal_code} |

+ -+

SELECT

E json_keys(js_data, ['$.address’ |,

E '$.phone_numbers[0]' ])

E ASaddress_and_phone_keys

FRONE_table ;

+ +

| address_and_phone_keys |

+ +

| {['street_address', 'city', 'state’, '‘postal_code'],['type’, 'number} |
+ +

json_merge_patch()

Description Merges multiple JSON structures into one.
Usage json_merge_patch(argumentl, argument2, ...)

See examples

SELECTson_merge_patch'{"Tengri": 6}' , {'TNGRIi": 5} );
+ +

| json_merge_patch |

+ +

| {"Tengri":6,"TNGRI":5} |

+ +

json_object()

Description

Usage json_object(keyl, valuel, key2, value2, ...)

Requires an even number of arguments.

See examples

Creates a JSON structure from key and value pairs passed as a list of arguments.
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SELECTson_object (‘'Tengri' , 6, 'TNGRI', 5);

+ +
| json_object |
+ +
| {"Tengri":6,"TNGRI":5} |
+ +

json_structure()

Description Returns a description of the JSON structure.
Usage json_structure(column)

Returns a description of the JSON structure!N!field names and their data types.

n The data type names in the results of this function may not match the names of data types
Tengri .

I See examples

CREATHEABLEexample (js_data JSON

INSERTINTO example VALUES

e ((

E "first_name": "John",

E "last_name": "Smith",

E  "age" 27

|§ [

E (1

E "first_name": "John",

E “is_alive": true,

E  "age" 28

E ¥y )

SELECT

E json_structure (js_data)

FRONxample

+ +
| json_structure |

+ +
| "{"first_name"":""VARCHAR™,"last_name"":""VARCHAR""',"'age™":""UBIGINT"}" |
+ +
| "{"first_name"":""VARCHAR™ ""is_alive"":""'BOOLEAN"",""age"":""UBIGINT"™}" |
- +
SELECT
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E json_structure (js_data)
FRONE_table ;

| json_structure

+

|
"{""ﬁl’St_name"":""VARCHAR"",""laSt_name"":""VARCHAR"",""iS_alive"":""BOOLEAN"",""age"":""U

BIGINT™,"address™":{"'street_address™":""VARCHAR™"",""city"":""VARCHAR"",""state"":""VARCH
AR™ " postal_code"":""VARCHAR™"},"'phone_numbers™:[{""type":""VARCHAR™"',"'number":""VAR

CHAR™1],"children™:[""VARCHAR™,""'spouse™":""NULL"™}" |
+

+
json_transform()
Description Transforms the JSON structure according to the specified structure.
Usage json_transform(json, string)
Aliases from_json()

The target structure is specified as a text string in the second argument.

In cases of missing values in the source JSON structure, NULLlvalues are put into the result.

In cases of impossibility to convert data types in the source structure to the specified ones, NULLvalue is set.

I See examples

CREATHEABLEexample (js_data JSON

INSERTINTO example VALUES
|§ ({

E "first_name": "John",
E  "last_name": "Smith",
E  "age" 27

E Y )

|§ ({

E "first_name": "John",
E "is_alive": true,

E  "age": 28

E ¥y )
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SELECT

E json_transform (js_data ,

E {

E "first_name": "VARCHAR",

E  "last name": "VARCHAR",

E "is_alive": "BOOL",

E "age": "BIGINT"

E ¥ )

E ASresult

FRONXxample

+ +

| result |

+ +

| {"first_name": "John", "last_name": "Smith", "is_alive": null, "age": 27} |
+ +

| {"first_name": "John", "last_name": null, "is_alive": true, "age": 28} |
+ +

json_transform_strict()

Description Transforms a JSON structure to match the specified structure. Issues an error if
structures or types do not match.

Usage json_transform_strict(json, string)
Aliases from_json_strict()
The target structure is specified as a text string in the second argument.

In cases where there are no values from the specified structure in the source JSON structure, produces an
error.

If it is impossible to convert data types in the source structure to the specified ones, it generates an error.

I See examples

CREATHEABLEexample (js_data JSON

INSERTINTO example VALUES
E (1

E "first_name": "John",
E "last_name": "Smith",
E  “age" 27

E ¥ o),

E (1

E "first_name": "John",
E “is_alive": true,

E  "age" 28

E Y )

SELECT
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E json_transform_strict (js_data,
E {"first_name": "VARCHAR", "age": "BIGINT"}'
E ASresult

FROMxample

+ +

| result |

+ +

| {"first_name": "John", "age": 27} |

+ +

| {"first_name": "John", "age": 28} |

+ +

CREATHEABLEexample (js_data JSON

INSERTINTO example VALUES

e (

E "first_name": "John",

E "last_name": "Smith",

E  “age" 27

|§ P

E (1

E "first_name": "John",

E “is_alive": true,

E  "age" 28

E ¥y )

SELECT

E json_transform_strict (js_data,
E {"first_name": "BIGINT", "age": "BIGINT"}
E ASresult

FROMxample

ERROR: InvalidinputException: Invalid Input Error:
Failed to cast value to numerical: "John"

CREATHEABLEexample (js_data JSON

INSERTINTO example VALUES
E ({

E "first_name": "John",
E "last_name": "Smith",
E  "age": 27

£y ),

E (1

E "first_name": "John",
E  "is_alive™ true,

E  "age™ 28

E ¥ )

SELECT

)

) -- error expected
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E json_transform_strict (js_data,

E {"first_name": "VARCHAR", "last_name": "VARCHAR"} ) -- error expected
E ASresult

FRONxample

ERROR: InvalidinputException: Invalid Input Error:

Object {"first_name":"John","is_alive":true,"age":28} does not have key "last_name"

json_tree()

Description

Usage json_tree(json[ ,path])

Traverses the JSON structure (in depth priority order) and returns a single string for each element of the

structure with all element parameters.

If the element is not an array or object, the element itself is returned. The optional
the path to the element to start traversal from (by default, traversal starts at the root element).

I See examples

216

CREATEABLEexample (js_data JSON

INSERTINTO example VALUES
E - ({

E "first_name": "John",
E  "last_name": "Smith",
E  "age" 27

ey )

E- (1

E "first_name": "John",
E  is_alive™ true,

E  "age™ 28

E Y )

SELECT

E je.*

FROMxample AS e

INNERJOIN json_tree (e.js_data) ASje;

+ +

+ + + +----
+ + + +

| js_data | key | value

| type |atom |id | parent|fullkey | path |

+ +

+ + + +----
+ + + +

| { "first_name": "John", "is_alive": true, "age"™: 28} | null |

"{""first_name"":""John™,""is_alive"":true,"'age"":28}" | OBJECT | null

traverses a JSON structure and returns all parameters of each element of the structure.

10|

path argument specifies



null |$ |$ |
+ +
+ + +

+ + + +

| { "first_name": "John", "is_alive": true, "age": 28} | first_name | "John"

| VARCHAR | "John" |2 |0 | $.first_ name |$ |

+ -+
+ + + +----
+ + + +

| { "first_name™: "John", "is_alive": true, "age™: 28} |is_alive |true

| BOOLEAN |true |4 |0 |$.is_alive |$ |

+ +

+ + + +----
+ -+ -+ -+

| { "first_name": "John", "is_alive": true, "age": 28} | age | 28

| UBIGINT |28 |6 |0 |$.age [$ |

+ +

+ + + +----
+ + -+ -+

| { "first_name": "John", "last_name": "Smith", "age": 27 } | null

“{""first_name™":""John"",""last_name"":""Smith"",""age"":27}" | OBJECT | null

null | $ |$ |

+ +

+ + +
+ + + +

| { "first_name": "John", "last_name": "Smith", "age": 27 } | first_name | "John"

| VARCHAR | "John" |2 |0 | $.first_name |$ |
+ +
+ + +

+ + + +

| { "first_name™: "John", "last_name": "Smith", "age™: 27 } | last_name | "Smith"

| VARCHAR | "Smith" |4 |0 | $.last_name |$ |

. N

o N

+ +
+ + + +----
+ + + +

| { "first_name": "John", "last_name": "Smith", "age": 27 } | age | 27
|UBIGINT |27 |6 |0 |$.age [$ |

+ +

+ + + +

+ + + +

CREATEABLEexample (js_data JSON

INSERTINTO example VALUES
l§ ({

E "first_name": "John",

E  "last_name": "Smith",

E  “age™ 27

E ¥ )

E (1

E "first_name": "John",

E  "is_alive™ true,
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E  "age" 28

E Y )
SELECT

E je.*
FROMxample AS e

INNERJOIN json_tree (e.js_data, '$.age' ) ASje;

+ + + +
+ -t + + +

| js_data | key | value | type | atom
| id | parent | fullkey | path |

+ + + +

+ ot + + +

| { "first_name™: "John", "is_alive™: true, "age™: 28} | null| 28 | UBIGINT | 28

| 6 | null | $.age | $.age |

+ + + +

+ ot + + +

| { "first_name": "John", "last_name": "Smith", "age": 27 } | null | 27 | UBIGINT | 27
| 6 | null | $.age |$.age |

+ + + +

+ +--—+ + + +

json_type()

Description Returns the data type of a field in a JSON structure.
Usage json_type(json[, path])
n The data type names in the results of this function may not match the names of
Tengri .

I See examples
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SELECT

E json_type (js_data) ASresult_1 ,
E json_type (js_data, '$.first_name' ) ASresult 2 ,
E json_type (js_data, '$.age' ) ASresult_3 ,
E json_type (js_data, '$.phone_numbers') ASresult_4 ,
FRONs_table ;

+ + + + +

| result_1 |result_2 | result_3 | result 4 |

+ + + + +

| OBJECT | VARCHAR | UBIGINT | ARRAY |

+ + + + +

data types



json_valid()
Description Checks if the argument is a valid JSON structure.
Usage json_valid(json)

I See examples

SELECT

E json_valid (js_data) ASresult_1 ,

json_valid ('{"first_name": "John"}' ) ASresult 2 ,

E json_valid ('{"first_ name"} ) ASresult 3 , --false expected
FRONB_table ;

mp

+ + + +
| result_1 | result_2 | result_3 |
+ + + +

| true |true |false |

+ + + +

json_value()

Description Retrieves values from a JSON structure at the specified path.
Usage json_value(json, path)
If the value is not scalar (list or nested structure) at the specified path, returns NULL

I See examples

SELECT
E json_value (js_data, ‘first name' ) ASfirst_name ,
E json_value (js_data, '$.phone_numbers[*].number' ) ASphone_numbers
E json_value (js_data, '$.children[0]' ) ASchild_1,
E json_value (js_data, '$.phone_numbers') ASphone_numberts -- NULL expected
E json_value (js_data, '$.address' ) AS address, -- NULL expected
FRONB_table ;
+ + + + + +
| first_name | phone_numbers | child_1 | phone_numbers | address |
+ + + + + +
| John | {"212 555-1234","646 555-4567"} | Catherine | null | null |
+ + + + + +
read_json()
Description Reads a.json file and returns the read data as a table.
Usage read_json(filename [, <parameters>])
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Aliases read_json_auto()
The data types for the columns are automatically determined.

read_json_auto!N!a function alias with the ~ format parameter setto auto.

Parameters

¥ columndN!optional parameter where you can specify column names and types. In this case, only the
specified columns will be added to the resulting table.

¥ filename !N!an optional parameter that allows you to add the source file name to a separate column in
the resul table.

The specified parameter value will be used as the column name. If the parameter is not specified, the
column will not be added.

For example:
# filename = 'source_file' IN'a column named source_file will be added.

¥ format !N!optional parameter that specifies the format for reading the JSON structure.

Possible values:

# format = 'auto’  !N!the format of reading is defined automatically.
# format = 'unstructured'  IN!the top-level data of the JSON structure is read.

# format = 'newline_delimited’  'N!reads data from NDJSON where each JSON object is separated by a
newline character \n.

# format = 'array’  !Nlall list elements of the top-level list of the JSON structure are read.
¥ ignore_errors !Nloptional parameter to ignore read errors.

Possible values:

# ignore_errors = 'true’ INlignore errors.

# ignore_errors = ‘false' IN!do not ignore errors (default).

For more details on uploading datato  Tengri, see Data upload .

I The examples use file tengri_data types.json  with data types Tengri and their brief
. descriptions and file json_example_from_wikipedia.json with this example .

I See examples

LetOs read the file tengri_data_types.json and output the first five rows of the table:

SELECT
FRONead_json(
E '<path>/tengri_data_types.json'

)

220


https://github.com/ndjson/ndjson-spec
https://tengri.postgrespro.ru/documentation/en/stable/_attachments/tengri_data_types.json
https://tengri.postgrespro.ru/documentation/en/stable/_attachments/json_example_from_wikipedia.json
https://en.wikipedia.org/wiki/JSON#Syntax
https://tengri.postgrespro.ru/documentation/en/stable/_attachments/tengri_data_types.json

LIMIT 5

+ + + + +
| name |type | category | description |

+ + + + +

| BIGINT | data type | numeric | E+%0+ *$,%". |

+ + + + +

| BIGINT[] | data type | array | P",,$-O Q+%OK *$,+%. |
+ + + + +

| BLOB |datatype|blob |R-.$*<O+ .IS+B)O. |

+ + + + +

| BOOL | datatype | boolean | TU%+-O N<"*+<$&. |
+ + + + +

| BOOL[] |datatype |array |P",,$-O IU%+-OK N<"*+<$V. |
+ + + + +

LetOs read the file tengri_data_types.json , output the first five rows of the table and add a column with
source file name:

SELECT

FRONead_json(

E '<path>/tengri_data_types.json' , filename = 'source_file'
)

LIMIT 5

+ + + +

+ +

| name |type | category | description | source_file
|

+ + + +

+ +

| BIGINT | data type | numeric | E+%0+ *$,%".
<path>/tengri_data_types.json |
+ + + +

+ +
| BIGINT[] | data type | array | P",,$-O Q+%OK *$,+%. |
<path>/tengri_data_types.json |

+ + + +

+ +

| BLOB |datatype|blob |R-.$*<O+ .IS+B)O.
<path>/tengri_data_types.json |

+ + + +

+ +

| BOOL | data type | boolean | TU%+-O N<"*+<$&.
<path>/tengri_data_types.json |

+ + + +

+ +
| BOOL[] |datatype |array |P",,$-O IU%+-OK N<"*+<$V. |
<path>/tengri_data_types.json |
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